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Abstract

Based on the question of combining quantum system simulations, sonification
(representation of data as sound), and interactive musical controls, this the-
sis shows a way to design and implement a software musical instrument with
these qualities, QSynth2. The approaches to finding the design decisions and
configurations are of exploratory nature, with an open process that shapes the
results through expert feedback, technical capabilities and interview results.
The work comprises interdisciplinary aspects. It builds on the behaviour of
dynamic quantum physical systems, implementing a two-dimensional numeri-
cal simulation of the foundational Schrédinger equation. The simulation data
is turned into sound using two tonal sonification methods. The sounds are
playable on a multi-parameter keyboard, which allows for interactive parame-
ter control through the hardware. The technical implementation of the resulting
QSynth?2 is achieved, it is usable as a musical instrument and also has poten-
tial for live performances. As a standard audio plugin, it can reach a broad
audience and might motivate beginners to learn more about quantum physics
by approaching it in a “musical” way. More exploration is necessary to fully
understand its possibilities.

Zusammenfassung

Basierend auf der Frage der Kombination von Quantenphysik-Simulationen,
Sonifikation (Représentation von Daten in Klang) und interaktiver musikali-
scher Steuerung zeigt diese Arbeit einen Weg zur Gestaltung und Implemen-
tierung eines Software-Musikinstruments mit diesen Elementen, QSynth2. Die
Ansédtze zum Finden der Designentscheidungen und Konfigurationen sind von
explorativer Natur, mit einem offenen Prozess, der die Ergebnisse durch Ex-
pertenfeedback, technische Moglichkeiten und Interviewergebnisse formt. Die
Arbeit umfasst interdisziplindre Aspekte. Sie baut auf dem Verhalten dynami-
scher quantenphysikalischer Systeme auf und implementiert eine zweidimensio-
nale numerische Simulation der grundlegenden Schrédingergleichung. Die Si-
mulationsdaten werden mit zwei tonalen Sonifikationsmethoden in Klang um-
gewandelt. Die Kldnge sind auf einem Multiparameter-Keyboard spielbar, die
eine interaktive Steuerung der Parameter mithilfe der Hardware ermdglicht. Die
technische Umsetzung des resultierenden QSynth?2 ist gelungen. Der Synthesizer
ist als Musikinstrument nutzbar und hat auch Potenzial fiir Live-Auftritte. Als
Audio-Plugin im Standardformat kann er ein breites Publikum erreichen und
moglicherweise Anfinger dazu motivieren, mit “musikalischer” Herangehens-
weise mehr iiber Quantenphysik zu lernen. Um seine Moglichkeiten vollstandig
zu verstehen, sind weitere Studien erforderlich.






Contents

. Introduction

. Basics

2.1. Quantum Systems and the Schréodinger Equation . . . . . . ... ... ...
2.2. Digital Audio Processing . . . . . . . . . . . ... .. ..
2.3. Digital Audio Synthesis . . . . . . ... ...
2.4. Auditory Display and Sonification . . . .. ... ... ... ...
2.5. DAWs and Plugins . . . . . . . . . . ..
2.6. MIDI. . . . . . e

. Methodology

3.1. Exploratory Process of the Project . . . . . ... .. ... ... ... ...
3.2. Goal of the Project . . . . . . .. .. .
3.3. Design decisions . . . . . . .. ..

. Related Work

. Two-dimensional Simulation of the Schrodinger Equation
5.1. Discretisation . . . . . . . ... L

5.2. The Split-Step Fourier Transform (SSFT) Method . . . ... ... ... ..
5.3. Dimensional Expansion and Parameterisation . . . . . . .. ... ... ...

. Tonal Sonification Methods for multidimensional Time-dependent Functions

6.1. Introduction and Selection of Sonification Techniques . . . . . . . .. . ...
6.2. Dimensional Reduction. . . . . . . ... .. ... .. ... ..
6.3. Application of Audification . . . . ... .. .. ... ... ...,
6.4. Application of Timbre Mapping . . . . . . . . . . . . . . . ...

. Interactivity through Live Modulation of Audio Plugin Parameters

7.1. Methods provided by DAWs . . . . . . . . .. ... ..
7.2. Modulation Matrix within the Audio Plugin . . . . . . . ... ... ... ..
7.3. Adaptive Modulation System . . . . . . .. ... ...
7.4. Cyclicmodulations . . . . . . . . ...
7.5. MPE Keyboard as Modulation source . . .. ... ... ... ... .....
7.6. Parameter Ranges and Scaling . . . . ... ... ... ... ... ...

© © o g ot

13
13
15
16

19

25
27
30
32

37
38
41
42
43

vii



8. Combination of Simulation, Sonification and Interactivity in a Software Syn-

thesizer 59
8.1. Sonmification within a Software Synthesizer . . . . . . . . .. ... ... ... 60
8.2. Sonification of the Quantum Simulation . . . .. ... ... ... ...... 61
8.3. Interactivity for Simulation and Sonification . . . . . . ... ... ... ... 62
9. Technical Implementation as an Audio Plugin 65
9.1. Concurrent Architecture . . . . . . . . . . . ... 65
9.2. Simulation Performance . . . . . .. .. .. ... oL 68
9.3. Somification . . . . . . ... e 70
9.4. Modulation . . . . .. .. L 71
9.5. Component Modularity . . . . ... ... ... .. L. 75
10. Exploration Results 77
10.1. Interview with a Physics PhD Student . . . . . . .. .. .. ... ... ... 7
10.2. Interview with a Sonification Expert . . . . . .. ... ... ... ... 79
11.Reflection 83
11.1. Technical Aspect: Realisable, Responsive and Usable by a Broader Audience 83
11.2. Educational Aspect: Insights into Quantum Mechanics . . . . . . . ... .. 85
11.3. Musical Aspect: Interesting and Musically Useful Sounds and Software . . . 85
11.4. Outlook . . . . . . . o 86
A. Distribution of Authorship 89
B. Preliminary Outlines of Future Publications 91
B.1. Interactive Sonification of 2D Time-Sequenced Data . . . . . .. ... ... 91
B.2. Developing a Framework for Performance-Intensive Simulations . . . . . . . 91
C. Code Snippet: Quantum Simulation Time Evolution 93
D. Interview Transcripts 95
D.1. Yunxin Ye, Physics PhD Student (Date: 2024/06/20) . . .. ... ... .. 95
D.2. Gregory Kramer, Sonification Expert (Date: 2024/06/19) . . . .. ... .. 98

Bibliography 103



List of Figures

4.1.

4.2.

5.1.

5.2.

5.3.

5.4.

5.9.

Screenshot of “Graphene Synth” [Mit+20, Fig. 2|, showing the parameters
(right) and visualisation of the many-body molecule system. The “path”
of molecules that is used for the sonification is shown in green. It is an
open-source cross-platform audio plugin software. . . . . . . .. .. ... ..
Screenshot of “QHOSYN” [DuP22, Fig. 1], showing the parameters (left)
and visualisation of the quantum wave function. It is an open-source, stan-
dalone, cross-platform software. . . . . . . . .. ... ... ... ... ...,

Time evolution of a one-dimensional Gaussian wave function ¢ (z, t) without
an external potential V(z) and with no initial momentum. The probability
distribution [t (z,t)|? is plotted. The wave spreads through space as a result
of the kinetic energy. The space x has periodic boundary conditions, which
leads to the pattern formation and the refocusing of the wave after a certain
time (bottom). z, t and ¢ use arbitrary units. . . . . . .. ... ...
Time evolution of a one-dimensional Gaussian wave function ¢ (x,t) inside
an external potential V(x), with no initial momentum. The wave gains
momentum via the potential and oscillates back and forth. || is displayed
instead of || to better show the correlation with the real an imaginary
parts. x, t and v use arbitrary units. . . . . . . ... ...
The relationship between position space and momentum space with reference
to the wave function ¢ [HI23, Fig. 4.7 (translated)]. This shows that the
momentum p is a more complex operator (p) in position space, but a simple
term (hk) with a known variable k£ in momentum space. . . . . . ... ...
Possible initial state of a 2D simulation with a 128 x 128 spatial resolu-
tion (screenshot of QSynth2). The probability density values |¢o(z,y)|? are
displayed using a colormap. The Gaussian function and the paraboloid po-
tential are now stretching in x and y direction. For comparison with the 1D
version from earlier sections, the lower image shows a cross-section through
the2D plotat y =0. . . . . . . . . L
The double slit experiment in theory (a) and in a QSynth2 simulation (b).
The simulation produces a similar interference pattern to the hypothetical
state. The curved shape of the interference pattern in the simulation is a
result of the applied paraboloid potential. . . . . . . .. ... ... .....

31

ix



6.1.

6.2.

7.1.

7.2.

7.3.

7.4.

7.5.

8.1.

8.2.

9.1.

9.2.

The wave-space of an ECG sonification [Herl8, Fig. 6]. The trajectory in
blue moves in a regular pattern through the wave-space. The deliberately
chosen red and blue patterns correspond to positive and negative values of
the wave-space. When the trajectory passes over these areas, a sound is
produced. . . . . . . L

Since frequencies are perceived logarithmically, the scaling of the sampled
values of r can be adjusted so that the spatial distance is proportional to
the perceived difference in frequency. . . . . . .. ... ... L.

Modulation graph of Video example 7.1. There the keyboard controls simple
sawtooth oscillators. The modulation wheel controls the cut-off frequency
of a low-pass filter. . . . . . . . . .. .. ...

Modulation graph of Video example 7.2. The keyboard controls simple saw-
tooth oscillators. An envelope generator controls the cut-off frequency of a
low-pass filter for each note individually. . . . . . .. ... ... ... ....

Modulation graph of Video example 7.3. There the keyboard controls simple
sawtooth oscillators. The modulation wheel scales how much an envelope
generator controls the cut-off frequency of a low-pass filter for each note
individually. . . . . . .. . L

Modulation graph of Video example 7.4. There the keyboard controls simple
sawtooth oscillators. The velocity of each individual note played scales how
much an envelope generator controls the cut-off frequency of a low-pass filter.
The modulation wheel scales the amount of the modulation. . . . . . . . ..

The two theoretically possible cyclic modulation setups with the proposed
modulation system. . . . . .. ...

Overview of the interaction between the components of chapter 5, chapter 6
and chapter 7.. . . . . . . .. L

Screenshot of the QSynth2 GUI, with a parameter list (left) and a display
area for simulation and sonification (right). Here, four notes are played that
sonify different parts of the simulation space symbolised by the different
coloured paths of interest. Their rotation is offset as a result of an MPE
modulation, using the “Modulation [...] 2” parameters (bottom left). . . . .

Overview of the concurrent logic and the data transfer between threads.
Here, m is the amount of simulation frames (i.e. states of the simulation
space at a certain time) needed to generate the requested k audio samples.
The buffer size n is an internal parameter. The simulation thread (green) is
a custom addition, while the others (blue) are pre-defined and governed by
the framework JUCE. . . . . . . . . . . . . . . . .

Algorithm for calculating a simulation frame backwards in time. Step 1 is
a search operation on the saved past frames, step 2 is a partial time step
forward to reach the desired state. . . . . . . ... ... ... ...


Supplementary Material/Video example 7.1.mp4
Supplementary Material/Video example 7.2.mp4
Supplementary Material/Video example 7.3.mp4
Supplementary Material/Video example 7.4.mp4

9.3. The three contexts in which parameter values are required. The relevant
parameter is shown in black and white, while the other directly related
nodes are shown in grey. Note that in context 3, the modulation arrow goes
through the modulation amount parameter, as it is part of the modulation. 73

9.4. A complex modulation setup in which all three contexts in which parameter
values are required are present. Nodes of the same colour are evaluated in one
step: First green nodes, as they only require MIDI input, then blue nodes, as
they may require values from green nodes, and finally orange nodes during
audio processing, as they may require values from both blue and green nodes. 74






Listings

C.1. Quantum simulation time evolution calculation . . . . .. .. ... ... .. 93

xiii






1. Introduction

The topic of quantum physics is attracting a lot of interest in recent years, originating
from advancements in scientific research [Bit21, p. 1]. “The development of quantum
mechanics has led to quantum technologies which are now entering the market” [Fot+21,
p. 2]. This includes e.g. sensors, medical applications and quantum computers [Chi+22,
p. 701], as well as the prospect to change cryptography, data science and AI [Fot+21,
p. 2]. In the communication of these advancements to the general public, “inaccurate or
exaggerated representations of quantum physics as portrayed in popular media” [Chi+22,
p. 701] can become a problem, leading to a misunderstanding of the term “quantum” and
a mystification of quantum mechanical phenomena [Bit21, p. 1]. Thus, “it becomes crucial
to develop methods to make quantum physics and technology understandable for society”
[Fot+21, p. 2].

However, the threshold to literature about quantum mechanics beyond popular media
makes the subject difficult to access: “The methodology |...] usually relies upon traditional
approaches, grounded on solid mathematical bases” [Fot+21, p. 2]. This can turn people
interested in quantum physics away from engaging with it, “due to the perception of a high
academic bar needed for its entrance” [Chi+22, p. 701]. Beyond the goal of thoroughly
learning quantum physics, some people might just want to get to know the basics or interact
with easy-to-use models. “We have no experience of quantum phenomena [...]. Therefore,
educating intuition needs imagination” [Fot+21, p. 1]. Quantum mechanics require a
different way of thinking about and imagining the world, which does not come naturally
but needs starting points, from which an understanding is formed gradually [Fot+21, p. 2].
From the aspects mentioned above, several potential routes to accessing quantum physics
can be extracted:

1. Learning the subject in formal education
2. Getting to know the subject outside of formal education
3. Gaining intuitions for the subject

The second and third aspect is the focus for us (the thesis authors), since we have no
background in didactics and there is already an increasing amount of dedicated quantum
physical education research [Bit21, p. 16]. For aspects 2 and 3 related to quantum me-
chanics, “a qualitative understanding of the basic concepts is sufficient [...], while deeper
insights into the mathematical formalism are not necessarily required” [Bit21, p. 17]. More
important is an easy access to resources and applications that allow engagement with the
quantum world, without requiring an educational background, setting or goal. “Demysti-
fying quantum physics for the non-experts is still an open problem and the best strategy
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to achieve the goal needs still to be found” [Fot+21, p. 2]. There is room and potential for
exploration in this regard.

In 2022, we participated in the class “Simulation von Quantencomputern und ihren Grund-
lagen” [Simulation of quantum computers and their foundations|, which was held by Pro-
fessor Dominikus Herzberg at the THM. It offered an open, shared learning process to
get to know essential ideas of the nature and behaviour of quanta as well as quantum
computers. The focus of the class lies on numerical simulations of quantum systems, that
convey information in a different form than text and helped us gain a more intuitive in-
sight into quantum behaviour than what literature provides. It motivated us to explore
the possibilities of quantum simulations beyond their application in physical analysis.

Other work shows successes with alternative ways to spark interest and motivation in
quantum physics, e.g. with games and theatre setups [Chi422, p. 706]. It is also recognised
that both beginners and experts can benefit from these forms of portrayal: “Games can be
appreciated by players with even an advanced knowledge of quantum physics” [Chi+22, p.
706]. The artistic approach incorporates multiple aspects that have the potential to convey
quantum physical phenomena and ideas:

Many tend to perceive art as accessible, easily understandable, and enjoyable;
therefore, it functions well as a vessel for sparking interest in quantum physics
and communicating many of its complex concepts to the general public. More-
over, integrating art into science education and communication is accompanied
by a series of unique learning benefits, including increased memorability of con-
tent and increased comprehensibility of material. [Chi422, p. 702]

To conclude from this, art can allow for easy access to complex material and could be a
very good starting point for getting to know quantum systems and gaining intuition for
them.

In the aforementioned class about quantum simulations, an approach to using the simula-
tions has emerged from our musical background. It involves representing a simulation of
the Schrodinger equation (see section 2.1) as sound. “The idea of using quantum physical
simulations in music has seen fairly little exploration” [DuP22, p. 310], which shows there
are opportunities to explore in this direction. We have developed “QSynthi”, a software
synthesizer (see section 2.3) that can be played on a keyboard to produce unique sounds
based on the temporal evolution of the underlying quantum system [FM23, p. 4]. The
interesting results of the combination of simulation and sound has brought us a further
fascination for the topic.

Auditory representation is a suitable choice for physical phenomena: “Because sounds are
inherently dynamic and changing in time, they can more naturally convey changes in a
data set or in a physical system that happen across time” [Wall9]. The representation of
data as sound is known as “sonification” (see section 2.4), which is researched in an inter-
national and interdisciplinary community [WZR23, p. II]. We have presented “QSynthi”
and our paper [FM23] at the ICAD 2023 (International Conference on Auditory Display).
The conference focuses on auditory communication as an alternative or enhancement to
traditional methods of data representation and interaction. There, we received positive



feedback from different people, and gained valuable insights into the field of sonification as
well as the motivation to pursue our idea further.

“QSynthi” is an appealing musical instrument, as shown by our experience playing it and
various user feedback at the ICAD 2023 and others from the musical scene who discovered
it via its free download!. In further pursuit of the idea, the musical appeal and creating a
musical instrument should be an important aspect to achieve. It could be a way to allow
easy and enjoyable access to quantum systems, and use them in music creation; since music
an art form has big potential to reach people [Chi+22, p. 702]. Other work has been done
with this goal of musicality and with positive outcomes [Mit+20, p. 220]. A “unique and
successful musical language” [Stu00, p. 5] can be reached, and inherent musical features of
quantum systems are discovered [DuP22, p. 312].

At the ICAD and in further involvement with people like Thomas Hermann, a sonification
expert, we discovered many aspects that can be used to expand on the original idea.
Besides the quantum simulation and a sonification, an advanced interactivity is desired
in this expansion. “Innovative interactive tools enhance the learning process effectiveness,
fun, and accessibility, while remaining grounded on scientific correctness” [Fot+21, p. 1].
Direct interaction with the quantum simulation should be enabled by this, going beyond the
capabilities of “QSynthi”. With state-of-the-art hardware for musicians? enabling advanced
controls in real time, there is room for software synthesizers to provide functionality for
it.

The combination of musicality, multi-sensory representation (auditory and visual display),
interactivity and exploration of a physical simulation has the potential to appeal to multiple
groups of people in artistic and educational settings. In a three-month project at the
Bielefeld University (supervised by Thomas Hermann) prior to this thesis, we investigated
these individual aspects and their combination in an extensive exploration and development
process. In this context, the core decision for this project was made to build upon the
elements of "QSynthi" [FM23], which include the sonification of the Schrédinger equation
and its implementation as a software synthesizer.

This leads to the guiding question for this thesis: How can the elements of quantum simula-
tion, auditory and visual representation and interactive controls be combined into a single
software application, that offers insights into quantum mechanics, produces interesting and
musically useful sounds, is responsive and accessible to use by a broader audience than a
specialised system?

The intention of this thesis is to document the steps towards the above combination and
to show a way to design and implement such an application. The project’s outcomes are
thoroughly incorporated into this thesis, providing a foundation for the design and devel-
opment choices made throughout the process (see chapter 3). The software design process
is guided by industry standards from the music industry. By adhering to these standards,
the resulting application is suitable for integration within the established musical contexts.

"https://qsynthi.com
2e.g. Seaboard by ROLI (https://roli.com/eu/product/seaboard-m); Osmose by Ezrpressive E (https:
//www . expressivee.com/2-osmose)


https://qsynthi.com
https://roli.com/eu/product/seaboard-m
https://www.expressivee.com/2-osmose
https://www.expressivee.com/2-osmose
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It should be determined whether the application functions as a musical instrument, offering
not just technical utility but also artistic and creative potential. Through this exploration,
the thesis aims to gain valuable insights into the viability of using quantum simulations as
a basis for musical expression, and how this approach can broaden the accessibility of com-
plex scientific concepts to a wider audience. Additionally, expert interviews are conducted
that provide feedback and perspectives on various aspects of the work.

In the course of the thesis, firstly the necessary basics of physics and audio computing are
laid out to put the topic into the contexts it touches on. Then, the methodical approaches of
the project and the thesis are described. Related work is presented and it is considered how
it relates to the question of this thesis. This is followed by elaborations on the individual
conceptual components. These chapters (chapter 5, chapter 6 and chapter 7) are written as
standalone parts, with no reference to each other. This is done to emphasise the modularity
of the project, but also in anticipation of future publications that address individual aspects
of this thesis. One publication is planned to be about sonification and interactivity, while
another should contain simulation and technical implementation details. Drafts of the
publications’ outlines are proposed in Appendix B. To bring the components together, their
combination and technical implementation is detailed in the following chapters. Finally,
results of testing and interviews are presented, and the work is reflected upon with regard
to the guiding question and intention.

This thesis is a joint work of Arthur Freye and Jannis Miiller. The distribution of authorship
is listed in Appendix A.



2. Basics

The project and the thesis are interdisciplinary and include concepts and equations from
physics, as well as a lot of theory and mathematics related to audio and sonification. This
thesis takes Computer Science as its point of view, so other subjects are explained in detail.
Especially for sonification as its own field of research with unique approaches, it is essential
to learn about important aspects before continuing to the concept and implementation
chapters.

2.1. Quantum Systems and the Schrodinger Equation

Quantum mechanics is the science of processes on scales below molecules. It describes e.g.
the nature of light waves, electromagnetic fields, electrons, protons and other particles.
Many of these objects are already treated in other, “classical” physical disciplines, since
they have been known for longer than the quantum theory exists. Quantum systems
often behave differently than human intuition suggests, especially when coming from the
classical understanding, which makes them difficult to learn and understand [HI23, p.
2]. One issue is the nature of quantum objects. There is no separation of particles and
waves like in classical physics; a quantum object has some properties that are similar to a
classical particle, some that resemble classical wave behaviour, and others that originate
from probability theory [HI23, p.93f.]. Mentions of waves and particles in this section
refer to these quantum objects, placing emphasis on their respective wave-like/particle-like
properties.

Wave functions are important for quantum mechanics, since quantum objects can be in
part described by them. They are often written with the symbol ¢ (psi) and depend on
different parameters in different contexts. For this thesis, ¢ as a function of space and time
is relevant. In (141) dimensions, i.e. one spatial dimension z and time ¢, the function is
Y(x,t). With two spatial and one temporal dimension (2+1), it becomes ¥ (x, y, t).

1 is a complex-valued function. A complex number
z=a+1b (2.1)

consists of a “real” part ¢ and an “imaginary” part ¢b, where a and b are real numbers.
The imaginary unit i is defined by i = —1, which has no solution within the real numbers.
As such, a and b are are treated as distinct components, leading to the mathematical set
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of complex numbers, which has valuable properties in many areas of calculation [HI23, p.
26]. An alternative but equivalent representation is

z=re%=rcos(a)+irsin(a), (2.2)
with a magnitude r and a phase (angle) «, which is based on Euler’s formula [HI23, p. 27].
Complex numbers contain more information than real numbers, which is used in various
areas of physics to describe wave functions [HI23, p. 28]. For classical physics, this is a
useful mathematical form, but only the real part a is a relevant physical quantity [HI23, p.
28]. In quantum mechanics, however, the wave function must be complex-valued, as the
whole complex number carries physical meaning.

“Der Wellenfunktion kommt keine objektive physikalische Realitdt zu, sondern sie muss im
Sinne einer Wahrscheinlichkeit interpretiert werden.” [The wave function does not possess
an objective physical reality; rather, it must be interpreted in terms of probability.] [HI23,
p. 55]. In classical physics, wave functions describe observable behaviours, e.g. the propa-
gation of a water or sound wave, which have a displacement for each time and position. But
they exist in a deterministic state, whether observed or not, which gives them an objective
reality [HI23, p. 51]. The quantum mechanical wave does not represent the same. A par-
ticle (e.g. electron) described by a wave function 1 (z) is not actually in multiple locations
at once, but rather in an unknown location that can only be determined by measurement.
The wave function says how likely it is to measure the particle in a certain spot. To be
more precise, it is the squared absolute |1)(z)|? that represents the probability density for
the particle at position x [HI23, p. 55]. The density representation is analogous to a normal
distribution in probability theory, whose probability density function can be written with
a Gaussian function. Integrating the density function over a range returns the probability
for that range.

The probability interpretation of quantum mechanical wave functions is the commonly
accepted interpretation today. It was first published in an article by Max Born in 1926
[Bor84, p. 51]. But there are other interpretations, which quickly lead to philosophical
aspects and debates. Born already stated in the same article that physical arguments alone
are not sufficient for the interpretation of quantum mechanics [Bor84, p. 51].

Nothing can be said about the state of a quantum object without measurement, because
only in that moment the result “realises” [HI23, p.102f.]. But once the system has been
observed (by measuring), the wave function no longer correctly describes the state of the
system. When measuring the location of a particle, the wave “collapses” into a single
location with 100% probability for the particle being there. This means that a quantum
system cannot be observed without changing it, with no chance of reverting that change
[HI23, p. 91].

The Schrédinger equation is an essential part of quantum mechanics. It governs the be-
haviour and time evolution of a wave function v and also applies effects of an external
potential energy V that influences the system. For quantum systems, it is the equivalent of
the Newtonian equations of motion in classical mechanics [HI23, p. 69f.]. The equation has
multiple forms; the standard, most general form is the linear time-dependent Schrédinger
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equation [HI23, p. 69]. It is a partial differential equation that is solved by a wave function
¥(x,t) in the analytical approach. This wave function describes the probability distribu-
tion of a quantum system for each position x and time ¢ (see above). The equation must
be solved for each initial condition vy(z) and given potential V' (z,t) (i.e. a boundary
condition) to obtain such a solution. There are cases where no analytical solution can be
found, especially in the case of more complicated potentials. Many alternative approaches
are tried in research to get solutions and insight in the behaviour of more complex systems,
this mostly involves numerical solutions [Far+23, p. 3].

2.2. Digital Audio Processing

Sound waves are tiny changes in air pressure that are perceived by the human ear [Pie81,
p. 61-62]. The audible frequencies range from 20 Hz to just over 20 000 Hz, with variations
between individuals and environmental conditions such as background noise [Fle40]. In the
digital domain, pressure levels are represented by a time series of equally spaced samples
[HHN+11, p. 198-199]. According to the Nyquist-Shannon sampling theorem, to represent
all audible frequencies, the sampling rate must be at least twice the maximum audible
frequency [Sha49, ch. II]. For historical reasons, sample rates of 44 100 Hz or 48 000 Hz are
most commonly used [HHN-+11, p. 199].

The dynamic range of the human ear between hearing and subjective pain threshold is about
130 dB depending on the frequency [FM33]. The bit depth of a good digital representation
should cover the full dynamic range while keeping the quantisation noise below the hearing
threshold. The current standard for storing high-quality audio files uses 24-bit integer
numbers, which can cover a dynamic range of about 144 dB. For audio processing, where
the noise floor can be greatly amplified by a series of computations, even higher bit depths
such as 32-bit floating-point numbers are typically used to prevent this [HHN-+11, p. 199-
200].

An audio signal that consists of a single stream of audio samples is called “mono”. No
spatial information can be stored in this data because all the samples are played through
a single speaker. It is therefore impossible to include sounds that suggest they are coming
from a different physical location. To add basic spatial information, a second stream of
audio can be added, played through a different speaker. This is called “stereo” audio and is
the most common format in audio processing [HHN+11, p. 199-200]. This is because there
is an audio signal for each human ear, making it the ideal format for headphones. While
this is becoming the standard for music distribution, humans are capable of perceiving
even more spatial information than two sources, as can be experienced in cinemas where
multi-channel systems create more immersive soundscapes [HHN+11, sec. 4.4]. Despite
this, mono and stereo remain the most accessible options due to the high cost of spatial
audio hardware.
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2.3. Digital Audio Synthesis

Digital audio synthesis refers to the digital creation of audio signals, as opposed to recording
audio with microphones. It is a subset of digital audio processing, which encompasses a
wide range of sound generation techniques. Examples of digital audio synthesis include the
generation of simple tones such as sine waves, speech synthesis using e.g. deep learning
models, and the creation of software instruments.

The latter are often played using external hardware, such as keyboards, or pre-programmed
sequences. There are tonal synthesizers, where the notes played correspond to different
pitches, and percussive synthesizers, where the notes correspond to different percussive
sounds. The sound for each note is usually synthesised separately from other notes, then
processed individually before being mixed with other notes to produce the final audio
signal.

When the audio signals are played back, abrupt starts or stops of the sound can cause
unwanted artefacts such as clicks due to sudden changes in amplitude. This issue is mit-
igated by fading in and fading out the signal, which gradually increases or decreases the
amplitude at the beginning and end, respectively. This is achieved by multiplying the sig-
nal by a factor that transitions from 0 to 1 at the beginning of the signal and from 1 to 0
at the end. The fade duration can be as short as 20-50 ms, which is typically sufficient to
eliminate artefacts without making the fade itself an audible quality, or it can be extended
to several seconds for a more noticeable effect, depending on the desired result [HHN+11,
p. 201-203].

When describing a single sound, such as a single note played on an instrument or an
artificial noise, these processes are commonly referred to as the “attack” and “release”
stages of the sound. In a musical context, these stages are part of a broader concept
called the “envelope” of a sound, which describes how a sound evolves over time. In audio
synthesis envelope generators, that can generate various envelope shapes, are often utilised
to imitate the behaviour of acoustic instruments or to create artificial dynamics. For this
purpose, the output of the envelope generator is applied to the volume of the sound, but
it can also be used to modulate (modifying) other parameters [HHN+11, p. 201-203].

Sounds with repeating patterns at frequencies between about 20-5000 Hz are perceived
as tonal sounds with a distinct pitch [HHN+11, sec. 3.4]. The shape of the repeating
pattern, known as the waveform, determines the timbre of the sound. When analysing
the frequency content of a tonal sound, it consists of a fundamental frequency, called the
first harmonic, which defines the pitch, and integer multiples of this frequency, known as
higher harmonics or overtones. Different waveforms produce different harmonic structures,
i.e. variations in the amplitudes of the individual harmonics. Sine waves have the simplest
harmonic structure, consisting only of the fundamental frequency, while perfect sawtooth
waves, commonly used in audio synthesis, contain an infinite number of harmonics, whose
amplitude decreases in an anti-proportional manner [Ben06, p. 42].



2.4. Auditory Display and Sonification

2.4. Auditory Display and Sonification

The goal of Auditory Display is to enable a better understanding, or an appreci-
ation, of changes and structures in the data that underlie the display. Auditory
Display encompasses all aspects of a human-machine interaction system, includ-
ing the setup, speakers or headphones, modes of interaction with the display
system, and any technical solution for the gathering, processing, and computing
necessary to obtain sound in response to the data. In contrast, Sonification is
a core component of an auditory display: the technique of rendering sound in
response to data and interactions. [HHN+11, p. 1]

Many sonification techniques exist for transforming data into interpretable sound. These
are presented in chapter 6, all of which encode the information into different sound qualities.
The most common auditory qualities that information is encoded in are timbre, pitch,
volume and the change of these three over time. For a sound to be considered a sonification
according to [Her(08, ch. 2|, the following conditions must be met:

1. The sound reflects objective properties or relations in the input data.

2. The transformation is systematic. This means that there is a precise definition pro-
vided of how the data (and optional interactions) cause the sound to change.

3. The sonification is reproducible: given the same data and identical interactions (or
triggers) the resulting sound has to be structurally identical.

4. The system can intentionally be used with different data, and also be used in repeti-
tion with the same data.

Sonifications could be distributed as audio files that can be played back, but otherwise,
there is no control over how the data is analysed by the recipient. Interactive sonifications
allow the user to manipulate the sonification in some way to further analyse the data in a
more immersive way [HHN+11, sec. 11.2]. This direct interaction is beneficial in uncov-
ering patterns, relationships, or anomalies in the data that might otherwise go unnoticed
[HHN+11, sec. 11.6]. By embedding the user in a continuous feedback loop of actions and
sonic responses, interactive sonification mirrors real-world interactions, making the process
of interpreting complex data more natural and effective [HHN+11, sec. 11.3]. Common
interfaces for interactive sonification typically include keyboard and mouse, touch-sensitive
surfaces, musical control hardware, or custom hardware that allow for precise control over
how data is sonified.

2.5. DAWs and Plugins

Digital audio workstations (DAWSs) are software applications designed for digital audio
processing, with a strong focus on music production. They enable the recording, synthesis,
manipulation, and mixing of multiple audio tracks to create a finished audio file. In DAWs,
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audio processing is typically done in real time, allowing for live interaction and adjustments
before the final result is rendered into an audio file.

Because DAWSs cannot provide every possible sound processing technique, they allow third-
party plugins to be loaded into a project. These plugins extend the functionality of the
DAW by providing specialised audio processing tasks such as equalisation, compression,
reverb or modulation effects. They have become essential tools and are an integral part of
modern music production. Often, the signal chain of each audio track in a project includes
several plugins, each performing specific processing tasks.

Typically, each plugin has its own GUI, which can be opened in a separate window. This
presents the user with a number of controls that can be used to adjust the processing
to achieve the desired result. The most common controls are sliders or knobs for setting
numerical values within a fixed range, along with toggles for boolean values or other controls
for integer values. In technical terms, these controls are known as plugin parameters. Each
plugin has a fixed set of parameters that completely determine how it processes audio,
assuming the plugin does not use non-deterministic processing, which is generally the norm.
This deterministic nature means that with a given set of parameter values and input signal,
an identical output signal can be reproduced at any time.

The DAW manages these plugin parameters by storing their values as part of the project’s
session data. This allows the DAW to store the exact state of each plugin, ensuring that
when the project is reloaded, all plugins recall their specific settings, reproducing the audio
exactly as it was when last saved.

A subset of audio plugins are software synthesizers, which generate sound rather than
processing existing audio. While standalone software synthesizers exist and can be used
independently of a DAW, the majority of software synthesizers used in music production
are audio plugins. Unlike other audio plugins, which process an incoming audio signal,
software synthesizers generate an output signal based on a MIDI input.

2.6. MIDI

MIDI, or Musical Instrument Digital Interface, is the standard protocol for musical hard-
ware communication other than sound. It allows electronic musical instruments, computers
and other related devices to communicate and synchronise with each other. Originally in-
troduced in the early 1980s, MIDI was designed to work over a 5-pin DIN cable, but
has since evolved to include USB connections, making it more compatible with modern
computing environments.

MIDI uses an event-based messaging system. When a musician presses a key on a external
keyboard, a “note-on” event is sent, containing information about the channel, pitch and
velocity (how hard the key was pressed). Similarly, when the key is released, a “note-off”
event is sent. Other events include control changes, which are sent when a slider or knob is
moved on a hardware controller, and timing events for synchronisation. These events allow
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the receiving device, whether it’s a synthesizer, DAW or other MIDI-compatible hardware,
to generate or modify the sound accordingly.

The MIDI channel is an integer number from 0 to 15 that is sent with each MIDI event.
This allows for 16 streams of data to be transmitted on a single line. Each device or software
synthesizer can be configured to send or listen to a specific MIDI channel, allowing multiple
devices to be controlled independently within the same setup.

MPE, or MIDI Polyphonic Expression, builds on the traditional MIDI protocol by providing
more detailed and expressive control over individual notes in polyphonic performances.
Unlike standard MIDI, where all notes on a channel share the same control change messages,
MPE assigns each note its own channel. This compromises the ability to transmit 16
channels of data on a single line to allow independent control of precise pitch, timbre and
other characteristics for each note separately.

To take advantage of this, MPE-compatible hardware is required that can respond to ges-
tures such as sliding, pressure or touch-sensitive inputs. For example, a compatible MIDI
keyboard could be used to bend the pitch of a single note by sliding a finger horizontally,
while vertical movements could change the timbre (tone colour). This per-note expressive-
ness enhances the dynamic range and musicality of performances, opening up new creative
possibilities for musicians and producers.

11






3. Methodology

The approaches to the guiding question from chapter 1 take place in the context of a three-
month project. The project consists of an exploration phase, an open iterative development
process and another exploration, reflection and investigation phase, which leads into this
thesis. At the end of the project, there are insights and lessons learned about possible
interactions of the basics described in chapter 2. Furthermore, a first implementation of a
software is done that combines these elements with the perspective of the guiding question;
details for this software are explained in section 3.2. The nature of this work is not that of a
classical research project, since most guidelines, goals and decisions have not been set from
the beginning, but were rather discovered during the work. In this chapter, the process of
the project is outlined and its goals and design decisions are extracted and grouped. These
are results that originate from the exploratory approach and the realisations gained from
it. They lay the foundation of the whole work and shape the decisions that determine the
conceptual design, as well as the design of the resulting software.

The methods employed for this thesis involve a systematic approach to describing the indi-
vidual components that constitute the project, leading to their combination and following
implementation. The subsequent chapters will delve into both the conceptual and technical
aspects of the work, providing an understanding of how these elements come together and
showing the insights gained throughout the project. Additionally, the resulting software is
explored and investigated, in exchange with people from disciplines that intersect in the
project, mainly sonification and physics. To this end, interviews are conducted to obtain
reviews and feedback on various aspects of the work.

3.1. Exploratory Process of the Project

In the project, all aspects from chapter 2 and their possible synergy are explored and tested.
It was known beforehand that the project consists of the following three components:

1. 2D simulation of the Schrédinger equation
2. Sonification of the simulation data

3. Interactivity

At the beginning, these parts need to be focused on one at a time, building on their
respective predecessor. A suitable numerical simulation of the Schrédinger equation is to
be found and implemented. The focus on the Schrédinger equation, and the behaviour of

13



3. Methodology

a quantum object in a system governed by it, is a core decision (see chapter 1), it narrows
the exploration with regard to the “quantum” aspect of the work. This is necessary as
there are a lot of possibilities even within this constraint; the scope of the project with its
three components is quite large already. With the simulation as the data source, the next
step is to apply and test different sonification methods. Then, ways to enable interactivity
need to be found, for both the simulation and the sonification.

The project work is done in an open and cyclic process. Ideas are discussed to find out their
value or possible direction. The implementation of an idea or a part of it follows. During
the implementation, a first response about the feasibility is provided by the technology
itself. Its limits only show when they are reached, allowing assessment of the capability.
Potentially, reductions must be made or different approaches are considered and tried. The
result is examined and leads into further ideas, or discovery of constraints or requirements.
Always expanding the idea scope is not the best way; there has to be a balance between
in-depth exploration of details and broad extension into new paths. The examination is
guided by expert feedback. The project has been supervised by Thomas Hermann, who has
a background in physics, sonification and computer science, which are all fields important
for the project. Supported by his knowledge and experience, good decisions for exploration
and development can be made.

The exploratory phase of the project was guided by rapid prototyping, where the insights
gained during the process were critical to the next development step. This required the
iterative process of idea development, implementation and evaluation with very short and
flexible iteration times. While insights gained from each iteration could reveal new po-
tential for an approach, it could also lead to a dead end. Therefore, very minimalist and
fast implementations are key for each iteration, since well-structured plans for broader
implementations would have a high chance of becoming obsolete in the process.

The exploration results also influenced the development. Interviews are conducted and
used to reflect the decisions and maybe adjust them. They provide clarification of differ-
ent people’s perception and understanding. When presented with the ideas and systems,
there are varying insights and thoughts, based on own experience and knowledge. To find
other perspectives on the work, the interviewees are chosen from different disciplines. The
interviews are an integrated part of the process and not just the evaluation of a finished
work. Their results are discussed in chapter 10.

Throughout all phases of the exploration process, being presented simply the static end
results, such as videos of the simulation or audio files of the sonification, did not provide
sufficient insight. Most of the comprehension came from interacting with the system by
experimenting with the parameters, making predictions and comparing them with the
results, using the combination of audio and video. In this way the system, especially the
simulation, could be understood on an intuitive level.
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3.2. Goal of the Project

For others to achieve the same intuitive gains in understanding, it is clear that simply
providing static results is not enough. Instead, a more responsive approach is needed that
allows users to actively engage with the system. This leads to the goal of developing of a
software application that provides an interactive setup for the quantum simulation and its
sonification. Based on the authors’ previous project “QSynthi” [FM23], it is implemented
as a software synthesizer. This application will be called QSynth2 in the further course
of the thesis. It has the following three anticipated applications:

Application 1: Musical instrument. QSynth2 should be a musical instrument feasible
for recording and live performance purposes. Therefore it must produce interesting sounds
that have a musical appeal, which should not solely rely on the fact that “quantum sounds”
are produced. The instrument should be tonal rather than percussive. A tonal instrument
can produce sustained pitches, making it suitable for melodic content [Eyb06], as opposed
to percussion or other instruments which focus on rhythmic elements without defined pitch.
QSynth2 should be actively controllable by the user. This interactivity helps the user de-
velop an intuitive understanding of the system’s behaviour through repeated engagement
and exploration. Ideally, it allows them to learn playing it like a classical musical instru-
ment. The key to producing interesting musical sounds lies in the simulation data. The
sonification should not be limited to strictly physical settings, as this might result in stale
or uninspiring audio output. To enhance the musical appeal, it is desirable to allow a
broader range of manipulations of the simulation parameters, extending beyond physical
restrictions. Furthermore, QSynth2 must be usable in conjunction with other music pro-
duction tools and instruments. It should be designed to integrate seamlessly into existing
setups, allowing musicians to use it alongside conventional instruments and recording tools
in live or studio environments.

Application 2: Low-level educational tool. QSynth2 should also serve as an educational
tool that conveys information about the behaviour of quantum systems. This application
is particularly valuable for live performances or presentations, where it could be used
by artists or educators to introduce audiences to fundamental quantum physics concepts.
Combined with visuals and commentary, it has the potential to be part of a multimedia
experience. Basic ideas of quantum physics should be presented in an engaging and intu-
itive way, sparking interest to learn more about the topic. By presenting the content in an
approachable and interactive format, QSynth2 could appeal to audiences who might oth-
erwise find quantum physics difficult to access. To be applicable in an educational context,
the sonification and simulation processes must be reproducible, ensuring that users can rely
on consistent outputs when interacting with the tool. This consistency is important for
educational purposes, as it allows teachers or performers to demonstrate specific quantum
behaviours reliably. The tool must also be easily accessible, both in terms of ease of use and
availability. Additionally, the simulation should be scientifically accurate. If QSynth2 does
not represent quantum systems faithfully, it could lead to misunderstandings in educational
contexts. This seems to conflict with the idea of extension beyond physical restrictions of
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Application 1. The discussion of this conflict and the decision related to it (see section 3.3)
is done in section 5.3.

Application 3: Reuse of parts in other contexts. There are three components combined
in QSynth2: simulation, sonification and interactivity. Each of these is a big topic itself,
that is already worth exploring in isolation. Thus, the possibility to separate the parts
and make them available in other contexts and future work is viable. QSynth2 should be
usable as an extensible framework that can be built upon, either in full or in part. The
coding effort and gained experience is not limited to a combined use case. It is opened up
for others who are either just interested in parts of it or want to replace a component to
obtain different functionality and applicability.

The main goal of the project was not the creation of a finished software. It is a big
aspect that also guides the focus of the following chapters, explaining a possible conceptual
design and implementation. However, during the project it has become clear that the
most important results are the insights to be gained about the topics, the interaction of
the components and the possibilities of where and how to use them. Having a software
instrument is not the end of the exploration process, nor a defining result. It is in itself
a step to further exploration of the ideas and foundations that the project comprises (see
section 3.1). @Synth2 allows for experimentation, testing and sharing the vision of a
combined work. These are enabled through an integrated solution, especially the latter
works better in this way than with partial prototypes.

3.3. Design decisions

The exploratory process and the goals of the project lead to concrete and essential decisions
for the design of QSynth2 which are presented here. Requirements of specific features,
constraints and exclusions have emerged from the initial concept, further discoveries made
during the exploration, and the clarification through feedback. These requirements are
summarised here for the further course of the thesis, and refer to later sections where they
are detailed and reasoned.

1. Extensive parameterisation of the simulation (section 5.3)

2. Focus on two tonal sonification methods (chapter 6 and section 8.1)
3. Keyboard playability with MPE support (section 7.5)

4. Usage of a single simulation as the data source (section 8.2)

5. Implementation as an Audio Plugin (chapter 8)

6. Real-time capability (chapter 9)

7. Modularity of Components (section 9.5)
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3.3. Design decisions

These decisions are combining two design processes: a conceptual design and a software de-
sign aspect. In the list above, decisions 1-4 can be attributed to the conceptual design, and
decisions 5-7 are mainly software-related. However, during development, this assignment
is often blurred, as decisions influence each other also between the two design paths.
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4. Related Work

Many aspects of the topics this thesis comprises have been the content of other work. In the
following, it is discussed what publications precede this one and how they can be related
to the guiding question of the thesis. Furthermore, their methods are compared with the
project goals and design decisions from chapter 3.

Sonification of Particle Systems via de Broglie’s Hypothesis

An early contribution that contains a combination of quantum systems and sonification
is a paper by Bob Sturm for the ICAD (International Conference on Auditory Display)
2000 [Stu00]. It explores the sonification of matter waves, i.e. the wave functions of
quantum objects (see section 2.1). A system of multiple particles and their interaction is
simulated [Stu00, p. 2]. The sonification does not use the actual wave function v, but
rather the kinetic energy of the quantum object, which is put in a sine function to create a
representation of the matter wave [Stu00, Eq. 4]. This leaves room for a sonification that
builds upon the wave function directly, making the probability distribution audible.

Sturm raises many questions that match the direction of this thesis and the envisioned
properties and applications of QSynth2. In his work, there is also the conflict between
physical and musical/compositional concerns [Stu00, p. 5]. The decision is made to be
slightly less faithful to the “natural order of physics” [Stu00, p. 2] for the sake of im-
proving human perception and insight gaining. It is hoped that real-time and interactive
implementations are possible in the future [Stu00, p. 6]. The technology of the year 2000
did not allow complex physical simulations to run at speeds necessary for audio sampling
and output. However, Sturm writes that the results of the sonification are easy to access,
which is a benefit that is also applicable in educational contexts:

This technique could be used by students to extend their comprehension of
physical principles, while simultaneously exploring aspects of computer music.
Many results are both informative and aesthetically pleasant because there is
an immediate [auditory display] of a microcosm. [...| The purpose [of the
technique] is not to replace the traditional means of analysis but to enrich it
with new perspectives and tools. [Stu00, p. 6]

This supports the educational aspect of section 3.2 and extends it from physical concepts
to computer music as well. It is stated that a visual display could also help embedding the
insights that can be gained from such a system [Stu00, p. 5]. This should be explored by
QSynth2, combining audio and visualisation.
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On the other hand, the risk of a lacking appeal outside the physical context is mentioned.
The sounds are not new and without the physical background, there are simpler methods
to achieve the same outcome [Stu00, p. 5]. As stated in section 3.2, the musical appeal of
QSynth?2 should be given, without needing the physical origin of the sounds as justification
for their interestingness. However, Sturm views the result of a musical composition with
his simulation and sonification as a “unique and successful musical language, and provides
insight into the similarities of Art and Science” [Stu00, p. 5]. For QSynth2, a focus can
be laid on the independent musical appeal of the sonification. With a system that allows
hearing interesting sounds and only subsequently engaging with the physics, users don’t
have to make philosophical connections between art and science from the start; they can
emerge over time.

Sound Synthesis of a Gaussian Quantum Particle in an Infinite Square Well

A publication that shares the same basis as QSynth2, a numerical simulation of the
Schrodinger equation, is [CR14]. Their simulation is in a 1D space. There, the time
evolution of a quantum object in its wave function representation is put into an infinite
square well, which is a confinement in space with infinitely high potential “walls” that the
object cannot escape. A form of the Schrédinger equation is used to calculate its behaviour.
The particle’s momentum is turned into sine waves of different frequencies that are added
and produce moving sounds as the momentum changes. The resulting sounds are described
as “attractive from a melodic and rhythmic perspective” [CR14, p.65]. Like in [Stu00], the
probability distribution is not sonified, but here it is displayed as a visualisation. There
are controls via parameters, however, they are physical variables defined in the formulas
of [CR14]. It would not be possible to make deliberate changes to the simulation without
reading the article. A unique parameter is the variable dimension size. This is wanted for
the context of that work, but several drawbacks are stated: The simulation can become
inaccurate when changed in a live simulation, and large spaces can make the calculations
too slow for a real-time implementation. For QSynth?2, a fixed simulation space lends itself
as the better choice, to avoid these problems, as well as focus the attention to the changes
in the contents of the space instead of the space itself. See section 9.2 for further details.
This article also discusses sound artefact prevention and mitigation, which provides a good
overview of caveats to take into account. Since there are interactive parameters, these
obstacles may also arise in QSynth?2.

Towards Molecular Musical Instruments: Interactive Sonifications of
17-Alanine, Graphene and Carbon Nanotubes

In an exploration of “molecular musical instruments” ([Mit+20]), Mitchell et al. combine
the elements of simulation, sonification and interactivity in a way that fits to the guiding
question of this thesis (see chapter 1). The used simulation is not a quantum system, but
a group of interacting molecules that are parameterised by temperature and a few other
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factors that control their behaviour. With the sonification, distinct parts of the multi-
dimensional simulation are made audible. Which parts are chosen must be hard-coded in
their implementation. This should not be the case for QSynth2, as the interaction between
simulation and sonification is an essential user-controlled feature (see section 8.2).

Options GrapheneSynth
@] Tooale maopinas menu

Temperature | 8924
1.3

Friction
TimeStep | 1.50

Figure 4.1.: Screenshot of “Graphene Synth” [Mit+20, Fig. 2], showing the parameters
(right) and visualisation of the many-body molecule system. The “path” of
molecules that is used for the sonification is shown in green. It is an open-
source cross-platform audio plugin software.

The software instrument “GrapheneSynth” of [Mit+20] is aimed to be accessible. To this
end, it is implemented as an audio plugin (see Figure 4.1) using the framework JUCE!,
which allows multiple export formats for both musical and scientific use [Mit+20, p. 216].
Ease of use is an important quality for QSynth2, which makes JUCE a good choice. It is
also stated that the goal of “aesthetics and musical form” should not be neglected [Mit+20,
p. 214]. The question of the synthesizer’s playability and viability as a musical instrument
is not explicitly answered, so further exploration could help in this regard. The article
introduces a separation of simulation and audio calculation due to the many-body molecule
simulation that needs a lot of computation power [Mit+20, p. 216]. This is a good learning
for the performance aspects of QSynth2. This work comes close to the envisioned concept of
QSynth2. With the advanced interactivity through modulations, MPE and more extensive
parameterisation, it would basically be an equivalent to QSynth2 in the molecular world.
This also shows the benefit of modularity, where other projects could use already present
parts of a preceding work (see section 9.5).

"https://github.com/juce-framework/JUCE
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A Quantum Model for Sound Synthesis: QHOSYN

Rodney DuPlessis has created a software application “QHOSYN” with the simulation of
a one-dimensional space containing a quantum wave function 1. Finding “sonic potential
in this physical model” is stated as a goal for the work [DuP22, p. 307]. It incorporates
multiple sonification methods; this question about the number and type of sonifications is
also relevant for QSynth2. Some of them are based on the wave nature of the quantum
system, but others explore the aspect of particles with measurements of the system, whose
results control sound parameters. This creates effects of randomness, which are not present
in an evolving wave that represents “only” the probability of the measurement results.

Figure 4.2.: Screenshot of “QHOSYN” [DuP22, Fig. 1], showing the parameters (left) and
visualisation of the quantum wave function. It is an open-source, standalone,
cross-platform software.

The wave function is plotted in a 3D space, as seen in Figure 4.2. This 3D plot is not
used for the sonification, which complicates the intuitive access to the simulation and the
navigation of the originally one-dimensional space. While the visualisation is interesting,
the sound generation is not apparent from it, i.e. which data is used to produce a sound.
DuPlessis notes that future versions should become more user-friendly, while the one in
Figure 4.2 is primarily developed for his research [DuP22]. In an outlook, it is also stated
that “real-time user interference in the wave function’s evolution” could be valuable, but
require different numerical simulations than the one used [DuP22, p. 312f]. This is an
interesting aspect that QSynth2 aims to explore (see section 5.3).
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Creating a Synthesizer from Schrodinger’s Equation

The authors of this thesis have done a precursory project for the ICAD 2023 [FM23]. That
project builds upon a one-dimensional simulation of a quantum object in a small space. Its
probability distribution is made audible by interpreting it as an audio signal in time. The
time evolution changes the resulting audio output, making. This approach is also applied in
[DuP22] and other works, and is one of the simplest ways to create sound from data. With
the addition of different potential functions like parabolas and barriers, physical effects
can be observed and heard, e.g. the harmonic oscillator or quantum tunnelling [FM23,
p. 182]. It is implemented as a JUCE audio plugin, like [Mit+20]. In its results, the
creation of unique sounds that can raise interest is brought forth [FM23, p. 182]. From
this standpoint, it is hoped that the follow-up project with QSynth2 can achieve the same
and more.

QSynth2 should expand the project [FM23] in the following aspects:

e An extra simulation dimension to allow more degrees of freedom. The simulation
control options should be simple, but powerful.

e More sonification methods with intuitive control over their properties. Not the whole
simulation must be sonified, it should be possible to focus on specific parts.

e A better parameter system with more flexibility. Most importantly the MPE support
to be able to change custom parameters via a hardware MIDI keyboard.

In summary, there are multiple publications that incorporate some components of quantum
simulation, sonification, and interactivity. Mostly, this involves specialised systems, which
are not always available to setup and use. Often they are hard to control without reading
the related publications and having advanced knowledge from the start. While many
publications review the quality of the sounds from a musical perspective, the particular use
as a feasible musical instrument is less commonly stated as a requirement. Especially works
with live modulation through MPE controls were not found, which shows unused potential
in this regard. The implementation as an audio plugin is also rare for an academic setting.
For the quantum object simulation specifically, almost all work includes one-dimensional
simulation spaces, leaving room to explore an expansion to two spatial dimensions.
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5. Two-dimensional Simulation of the
Schrodinger Equation

In this chapter, the Schrodinger equation is transformed into a discretised version to be
used in a numerical simulation of a 2D wave function that evolves over time. It is described
how the simulation can be adjusted with initial states and external potentials, and which
parameters are suitable for the use in QSynth2. For simplicity, the Schrédinger equation
and the wave function 1 are introduced with only one spatial dimension. The expansion
to a 2D form is performed in section 5.3.

The time-dependent Schrodinger equation (TDSE) is introduced in section 2.1. It describes
the time evolution of a wave function ¢ (x,t). The whole equation can be written like [HI23,
Eq. 5.22]:

h? 92
 2m O0x2

ihgtw(a:,t) = ( + V(@) v, t), (5.1)

where z is the position, ¢ is the time, h is the reduced Planck constant (a natural constant),
m is the mass of the particle and i is the imaginary unit (see section 2.1). The left side
of the equation describes the time evolution using the partial derivative of ¢ with respect
to time [HI23, p. 70]. Partial derivative means differentiating a function that is dependent
on multiple variables with respect to only one variable, treating the others (z in this case)
as constants. On the right side, ¥ (z,t) is multiplied with two components: A kinetic part
T and a potential part V, given as

2 2 A2
- (-5) o2
V= V(z) (5.3)

The kinetic part 7' determines the movement of the wave according to its momentum.
It consists partly of the quantum mechanical momentum operator p = —iha%. The mo-
mentum operator is put into a kinetic energy formula that is not exclusive to quantum

physics,
]32
Ekin == % B (54)
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5. Two-dimensional Simulation of the Schrédinger Equation

to get the term for T'. Operators in quantum mechanics can only be used in calculations
when they are applied to something, e.g. to a wave function [HI23, p. 61]. 7" and V are
also operators which are applied to ¢(z,t).

The effect of the kinetic energy is displayed in Figure 5.1. There, a Gaussian function is
chosen as the initial ¢ (z,0). This is a common wave function used in physics for a free
particle; in this context it is also called a “Gaussian wave packet” [HI23, p. 32]. This wave
packet spreads through space as a result of the TDSE. In Figure 5.1, there are periodic
boundary conditions, so the space z wraps around to the start. Without this, e.g. in a
linear potential well with infinitely high walls, the wave would show reflection patterns
from the wall and not its “natural” propagation behaviour.

The potential V' is the external influence on the quantum object, which is a real-valued
function that can be chosen as a boundary condition. The function V(x) chosen here is
not changing over time, making the expression multiplied with ¥ (x,t) on the right side
of Equation 5.1 time-independent. The potential describes a second energy term for the
quantum object, which can set spatial boundaries and can be converted into kinetic energy
in the time evolution. This is visible in Figure 5.2, where a quantum harmonic oscillator is
shown. This is a well-known setup with comprehensible behaviour, even without knowledge
of quantum systems. A wave packet is inside a parabolic potential V (x), which makes it
move towards the middle. In this position, there is the lowest potential (see t = 2 in
Figure 5.2), but this is also the point of the wave’s highest kinetic energy, so it travels
further. To the sides of the space its momentum is reduced to 0 by the now counter-acting
potential, and afterwards increased in the opposite direction.

From Figure 5.2, it is apparent that the transformation of potential to kinetic energy is
happening as a phase change [FFS82, p. 415]. The oscillations of the real and imaginary
parts of v are phase shifted by 90 degrees relative to each other, with the real part running
“behind” the imaginary part in the direction of the wave’s momentum (see ¢ (z) for t = 2
in comparison with ¢ = 6 in Figure 5.2). The more periods with shorter period length are
present under the curve |9, the more momentum the quantum object possesses. With this
relation, it is possible to calculate an initial momentum for the wave packet when choosing
the simulation control parameters in section 5.3.

In other literature with similar mathematical setups, constants like 7 and experimental
quantities like a mass m are sometimes dropped and the TDSE is treated as dimensionless
[FFS82, p. 414]. This is also done in the equations and calculations of the following
sections. In approximate methods, the absolute values and correct units do not affect the
behaviour of the simulated system. The ratio between values of ¢, V, x and ¢t must be
correct to achieve plausible results, other variables and constants only influence scaling.
For the purpose of using the simulation data in other contexts that do not require the exact
physical quantities, the values are re-scaled before further processing most of the time.
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Figure 5.1.: Time evolution of a one-dimensional Gaussian wave function ¢ (x,t) without
an external potential V' (z) and with no initial momentum. The probability
distribution [t/ (z,t)|? is plotted. The wave spreads through space as a result
of the kinetic energy. The space x has periodic boundary conditions, which
leads to the pattern formation and the refocusing of the wave after a certain
time (bottom). x, ¢ and 1 use arbitrary units.

5.1. Discretisation

The discretisation approach starts with a classical solution path for the Schrédinger equa-
tion, that uses the separation of variables technique known in physics. The wave function

is split into two functions, one only position-dependent ¢(z) and one only time-dependent
£(t) [HI23, Eq. 5.24]:

27



5. Two-dimensional Simulation of the Schrédinger Equation

Wave function 7 for t=0 60

o~
0.5 —_—y =
— imag(y)|- 40 5
2:, 0 real(s) 1
= Vix) 20
o5k / 5
I I I I I 0 >
0 50 100 150 200 250 300 350
X
Wave function (x) for t=2.00 60
o~
0.5 \ u>'<)
. —40
X 0 T
S 120 ~
-0.5 =
\ 0o -
0 100 200 300 350
X
Wave function (x) for t=4.00 60
o~
0.5 L’;
—_ {40
Z o0 it
S -120
-0.5 |- ke
0o >
0 100 200 300 350
Wave function 1/;(x) for t=6.00 60
o~
0.5 \ "
— ~40 2
ER S
= 420 ~
-0.5 - X
0 >
0 100 200 300 350
Wave function w(x) for t=9.00 60
o~
0.5 n
—_ 40
X 0 T
= 420 —
-0.5 X
0 >
100 200 300 350

Figure 5.2.: Time evolution of a one-dimensional Gaussian wave function v (z,t) inside an
external potential V(x), with no initial momentum. The wave gains momen-
tum via the potential and oscillates back and forth. || is displayed instead of
|4|2 to better show the correlation with the real an imaginary parts. z, ¢ and
1) use arbitrary units.

P(z,t) = f(t) o(x). (5.5)

The TDSE in its given form (Equation 5.1) is also only time-dependent on the left side and
only position-dependent on the right side, except for ¢ (z,t). Replacing ¢ in the TDSE
as per Equation 5.5, it is possible to transform the equation so that the time evolution
only operates on f(¢) [HI23, p. 81]. This yields a differential equation with the first
time derivative, which can be solved by an exponential function [HI23, Eq. 5.26] (in
dimensionless form):
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Lrn =B = )= (5.6)

that describes the time evolution part of a wave function in the TDSE. Here, F is the total
energy of the quantum system, which is the sum of the kinetic and the potential energy
operators (T and V', see Equations 5.2 and 5.3). This sum is present on the right side of
the TDSE (Equation 5.1), showing the relation

By = (T + V). (5.7)

The whole wave function can then be written as a combination of Equations (5.5) and (5.6)
[HI23, Eq. 5.29]:

U(z,t) = e g(a). (5-8)

The idea of a discrete time evolution is to take a state of the system at a certain time ¢,
advance the system by a discrete time step At, and get a new state for this time. For the
TDSE, this can be achieved by viewing ¢(z) as this state of the quantum system, i.e. its
probability distribution, at a certain time ¢. To mark the time point that it captures, ¢;(x)
is written. In a discrete implementation, ¢ will be a vector indexed by an x that is an
integer value in a limited range O;...; Zpq.- This wave vector is evolved by the time step
and results in a new state, saved in the vector ¢ a¢(z). The discrete time evolution can
be written as

drrar(x) = e A gy (). (5.9)

To get a moving simulation, Equation 5.9 can be applied multiple times, with ¢; 4 a¢(2)
becoming ¢;(x) in the following iteration. Examples of ¢ and its evolution can be seen
in Figure 5.1 and Figure 5.2 (“¢(z) for t=[...]” in the figures matches the term ¢(x)
introduced in the previous paragraph). The discretisation step of Equation 5.9 is also done
in [FFS82, p. 415] and [Far+23, p. 6], but there it is mixed with another approximation
used to calculate the term e *F2¢ which is explained in the following section.

With each time step, a new wave state is returned, that describes the probability density
in the simulation space = at that time. There is no action of measurement needed, the
values of ¢¢(x) can be read because it is a simulation rather than a real experiment. It is
thus possible to observe the flow of probabilities over time. In an experiment, the state of
the wave function can only be found by measuring the system. With a measurement, the
wave collapses and only a particle is measured according to the probability distribution, as
described in section 2.1. To confirm the wave function experimentally, the system must be
prepared and measured repeatedly for every single time step, to get a statistically significant
distribution.
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5. Two-dimensional Simulation of the Schrédinger Equation

5.2. The Split-Step Fourier Transform (SSFT) Method

One of the most popular and long-developed approaches to approximate and calculate the
Schrodinger equation is the “Split-Step Fourier Transform” (SSFT). It also appears as the
“split operator FFT method” in numerical simulations from over 40 years ago, where it
is already reputed for its high accuracy [FFS82, p. 414]. An implementation done in
MATLAB [Far+23] confirms this accuracy claim with differences smaller than 1072° (sum
of squared errors) between the numerical and the analytical solution. It also shows that
the SSFT algorithm needs 45-60 % less computation time in comparison with two other
methods that are based on finite differences [Far+23, p. 13].

The split-step of the SSFT method refers to splitting up the kinetic energy term 7' (see
Equation 5.2) and potential energy term V' (see Equation 5.3) and applying them consec-
utively when calculating a time step. Taking Equation 5.9 and Equation 5.7, the split-step
can be deduced like this:

drrar(z) = e EA gy(x) (5.10a)
briar(z) = e TR gy () (5.10b)
Brany(w) = eTTANTEIVAD @, () (5.10¢)
Grong(z) = e tTAL ZIVAL 4 () (5.10d)

To calculate this, the terms for T and V are needed from the beginning of the chapter:
T = —8%22 (see Equation 5.2; dimensionless) and V = V(z) (see Equation 5.3). The
potential V' (z) is a simple function of position, so it can be calculated in the discretised
Equation 5.10d since x is a given parameter there. The term for 7', however, contains a
derivative, which must be approximated or brought into another form to calculate. Like
with the general TDSE, there is no analytical way to solve Equation 5.10d universally for
arbitrary initial conditions ¢o(z) and V (z) (see section 2.1).

To find a discretised result for 7', its alternative representation using the momentum oper-
ator is preferred: T' = p? (Equation 5.2; dimensionless). All equations and functions so far
are in the so-called “position space”, where the position x is an element of this space and
describes the spatial degrees of freedom. There is another space that describes a parallel
or complementary view on the same system, but with different properties. This is the
“momentum space”.

As seen in Figure 5.3, the momentum is defined as hk in momentum space. Here, k is
the wave number, which is defined as the number of wavelengths per distance. It is a
common physical quantity but less known outside the field. Since k directly relates to the
momentum via p = hk (see red arrow in Figure 5.3), k is viewed as synonymous to the
momentum in the further course of the chapter: p = k. The alternative definition of the
momentum in momentum space is beneficial, because it does not contain a derivative like
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Figure 5.3.: The relationship between position space and momentum space with reference
to the wave function v [HI23, Fig. 4.7 (translated)]. This shows that the
momentum p is a more complex operator (p) in position space, but a simple
term (hk) with a known variable k& in momentum space.

the momentum operator p in position space. This allows the accurate calculation of the
kinetic energy T as

*

T =p* =p* = k2, (5.11)

where k is a known variable in momentum space, analogous to x in position space; =
indicates that a Fourier transform is needed to turn the momentum operator into a “simple”
quantity (see Figure 5.3). The Fourier transform performs the switch between position
space and momentum space in this context. A popular algorithm for this is the fast
Fourier transform (FFT). The FFT is a variant of the discrete Fourier transform (DFT)
with improved performance, which is used in most discrete applications since its discovery
[Bra00, p. 275]. Assuming the potential part has already been applied to ¢.(z), the
steps to calculate the rest of the time step are: Using an FFT to get from position to
momentum space, where ¢ is parameterised by k instead of x; applying the kinetic energy
using Equations (5.10d) and (5.11); and an inverse FFT (iFFT; “i” does not stand for the
imaginary unit ¢ here) to return to position space:

(k) = FET(¢4(x)) (5.12)
Drsar(k) = e Gy (k) (5.13)
brpa(x) = iFFT(ds(k)). (5.14)
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5. Two-dimensional Simulation of the Schrédinger Equation

While the kinetic energy evolution can be accurately calculated in the momentum space, the
method as a whole is not exact. This is due to the Fourier transform in its discretised form
(DFT or FFT). “The DFT [discrete Fourier transform| can only be an approximation, since
it provides only for a finite set of discrete frequencies” [Bra00, p. 280]. The final discretised
numerical approximation for the TDSE can now be written as

brnt(z) = iFFT(e—" K? At FFT(e—i V(@) At (bt(ac))), (5.15)

which is ready to be implemented as an algorithm, where it takes the initial condition
¢o(z) and boundary condition V' (z), as well as the discrete time step At. It performs two
multiplications with the exponential terms and two Fourier transforms and outputs the
wave vector ¢g,a¢(z) that contains the new state of the system.

5.3. Dimensional Expansion and Parameterisation

The (2+41)-dimensional TDSE is a variant of Equation 5.1 with the added position variable
y for the second spatial dimension. This version of the equation is also referred to using the
terms “2D” or “two-dimensional”; there, the temporal dimension is always implied unless
stated otherwise. The 2D TDSE can be written as [Far+23, p. 3]

it = (- (; + (f;) + V() ey, b). (5.16)

Discretising this equation is analogous to the process described in the previous sections.
For ¢ and V, the extra parameter y is appended as a function variable, the resulting
equation containing the functions does not change. The Fourier-transformed function ¢
in momentum space also gains another variable, the momentum along the new dimension.
Thus, ¢(k) becomes ¢(k,, ky) in 2D. The kinetic energy term 7' can be expanded from
Equation 5.11 using the new term for T from Equation 5.16,

T:_(ﬁ_Fﬁ):(]524_152);(]92—{—]92):(]{:24—]{:2) (517)
ox?  Oy? o v o ‘

The 2D TDSE discretisation is then written as

Orrar(w,y) = IFFT (e R A FRT (71 VED AL g, (7)), (5.18)

which is the formula used in QSynth2 to create and evolve a quantum simulation through
time. To display it, a 2D grid is used, as seen in Figure 5.4. This visual display method
shows the time evolution in 2D, serving as a good overview of the probability “flow”.
The harmonic oscillator from Figure 5.2 in two dimensions can be seen in Video example
5.1. There, a potential in the form of an elliptic paraboloid is used to constrain the wave

32


Supplementary Material/Video example 5.1.mp4
Supplementary Material/Video example 5.1.mp4

5.3. Dimensional Expansion and Parameterisation

packet, which is the expansion of a parabola into three geometric dimensions. The parabola
is rotated around its axis of symmetry, forming a bowl-like shape. Without raising the
potential towards the edges along the y axis, the wave would spread out in this dimension
similar to Figure 5.1.
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Figure 5.4.: Possible initial state of a 2D simulation with a 128 x 128 spatial resolution
(screenshot of QSynth2). The probability density values |¢o(z,y)|? are dis-
played using a colormap. The Gaussian function and the paraboloid potential
are now stretching in x and y direction. For comparison with the 1D version
from earlier sections, the lower image shows a cross-section through the 2D
plot at y = 0.

The simulation is set up using discrete parameter values. The adjustable inputs for Equa-
tion 5.18 are ¢g(z,y) and V(x,y). Their manipulation should versatile to allow experi-
mentation, as stated in section 3.3. This would be possible by allowing free-text formula
input for each of them. However, this is against the demand of simplicity, since it requires
mathematical skill and knowledge of the system to write or adjust formulas. A balance
between versatile and simple parameters must be found to reduce the threshold of creating
and manipulating simulations. The chosen parameters for QSynth2 are designed to be
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5. Two-dimensional Simulation of the Schrédinger Equation

understood by anyone with basic mathematical knowledge and orientation ability in a 2D
space, requiring no knowledge of physics:

o Initial Gaussian shape (displayed as a sphere like in the wave vector ¢¢(x,y) of Fig-
ure 5.4): offset, stretch, momentum

o Linear potential: slope angle, strength
o Elliptic paraboloid potential: vertex offset, strength
e Barrier potential: type, offset, properties of contained slits

e Simulation speed

With the available parameters, many different simulations are possible while still restrict-
ing the options to reduce an overload. The Gaussian and paraboloid have already been
discussed. A linear potential can act as a build-up of momentum into a specified direction.
The speed parameter is very important for flexibility. Many effects happen in a short time
interval, and the ability to slow down the simulation, or reverting time and repeating a cer-
tain interval, can drastically improve comprehension of the effects. Additionally, it allows
the synchronisation of periodic movements in the simulation with e.g. external rhythms.
This fits well with the planned real-time capability (see section 3.3).

Using the barrier potential, setups based on real quantum physical phenomena and exper-
iments are possible. The barrier is a thin “wall” with very high potential values along this
wall. A barrier without openings allows the observation of quantum tunnelling, where the
quantum object is mostly reflected from the barrier upon colliding with it; but a small part
of the wave goes through and continues to propagate on the other side of the barrier [HI23,
p. 110f.]. Adding two openings to the barrier recreates the famous double slit experiment.
The quantum object passes through both slits at the same time, resulting in two waves
that interfere with each other [HI23, p. 30]. The resulting interference pattern is visible in
Figure 5.5. The evolving simulation is available in Video example 5.2, where the barrier
is shown in pink. A special aspect of this simulation in comparison to the real-world ex-
periment is the fact that there are repeated passages of the quantum object through the
slits, since the simulation does not stop at the state of Figure 5.5b. This leads to continued
interfering and building of more complicated patterns.

When deducing the discretised formula for the TDSE, the potential V' has to be time-
independent. But in a simulation algorithm that advances time by discrete steps and
applies a given potential in each iteration, this potential can be easily changed while the
simulation is running. With this, a high degree of interactivity is achieved, because various
manipulations can be made to influence the simulation. An example of this is shown in
Video example 5.3, where the wave packet starts in the paraboloid potential and with a
closed barrier. For two passages, the wave is partially tunneling through the barrier. After
that, the double slits open and interference patterns are formed, but in an offset shape due
to the non-axisymmetric starting point of the Gaussian in the upper left quadrant. At a
later point, the slit count is reduced to one, which reshapes the patterns, creating unique
wave states.
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Quantum mechanics

Classical wave

(b) Snapshot of a double slit simula-

(a) Behaviour of a quantum object in the double tion using a barrier and a paraboloid
slit experiment (c’) in comparison with a clas- potential to move a Gaussian wave
sical wave (c) [HI23, Fig. 2.2 (translated)]. packet towards the slits. The state
The interference pattern of the quantum wave after the first traversal is shown.
must be recreated through statistical measure- The same colormap as in Figure 5.4
ments, but the same pattern as in (c) emerges. is used.

Figure 5.5.: The double slit experiment in theory (a) and in a QSynth2 simulation (b). The
simulation produces a similar interference pattern to the hypothetical state.
The curved shape of the interference pattern in the simulation is a result of
the applied paraboloid potential.

When parameterising the simulation, going beyond the restriction of real physical setups is
no problem, since the discretised algorithm (Equation 5.18) does not check whether initial
wave functions and potentials solve the TDSE; the time evolution is calculated for any
input, and the algorithm maintains its accuracy. This can add artistic value by allowing
many creative, “unphysical” manipulations to the systems. But the ability to simulate
states that are impossible to achieve in the real world does not mean that no physical
insight can be gained from these simulations. The behaviour of the wave function is still a
result of the TDSE, with characteristic movements and effects that can be studied, as seen
in Video example 5.3. On the other hand, physical setups can also evolve in aesthetic and
artistically useful ways, as seen by the continued interference in the double slit simulation
(Video example 5.2). This means that a combination of the artistic and educational aspects,
which is stated as a goal in section 3.2, seems realisable from the standpoint of the numerical
simulation.
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6. Tonal Sonification Methods for
multidimensional Time-dependent
Functions

According to the general definition in section 2.4, sonification is the rendering of data into
an audio signal. Unlike visualisation, there are no widespread standards for sonification at
the time of writing, but there are several sonification methods that differ fundamentally
in the way the data is transformed into sound. Some require almost no processing of the
sounds and simply interpret the data as a sound signal [HHN+11, p. 301], some process
the sound to represent the data in certain sound qualities [HHN+11, p. 363], and some
perform extensive processing, e.g. to mimic the sound of real objects [HHN-+11, p. 399].

Often, certain sonification methods are only compatible or work best with data in specific
formats. If the data is not in the right format straight away, but the sonification method
is otherwise suitable, it is common practice to pre-process the data, e.g. to reduce its
dimensions to get it into the right format [HHN+11, p. 18]. This chapter focuses on
time-dependent functions as the underlying data to be sonified.

For the scope of this chapter, a time-dependent function is defined as D(7,t), where the
vector 7 represents the coordinates in the arbitrary multi-dimensional space of D (e.g.

¥ = <§> for 2D). The value of D for a given point in space 7 changes over time ¢. This

dimensionality is often denoted as (n+1) dimensions (see section 2.1), where n is the number
of spacial dimensions of 7 plus one for the time .

The goal of this chapter is to find suitable methods for the sonification of time-dependent
functions D. A suitable sonification method should fulfil the following two conditions:

1. It has to be compatible with the underlying data of D. It is assumed that time
dependence is such an important property of D that it should also be represented by
time for sonification.

2. It should produce tonal sounds, as this is a design decision in section 3.3. This means
that the resulting sound should have a distinct, sufficiently constant pitch throughout
the sound. The pitch should also be a parameter of the sonification that can be set
and adjusted in real time while the sonification is running.

This implies that no information is encoded in the pitch of the sound. Instead, the data
could be represented in timbre, optional noise components of the sound and their changes
over time. In order to make the sonification as accessible as possible, no information should
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be contained in the spatial information and thus only mono audio should be used. In this
way, the sonifications do not rely on expensive hardware such as multi-speaker setups to
present the data to the user.

The following is a brief introduction to the sonification techniques available at the time of
writing. These are all the methods described in [HHN+11, part III] and [Her18]. They will
then be evaluated to see if they meet the above requirements. Two techniques will then be
selected for detailed discussion. Since the dimensionality of the data should be arbitrary,
but sonification methods usually require the data to be in a certain format, a method to
reduce the dimensionality of the data is proposed. The two selected sonification techniques
and their interaction with the dimension reduction method are then discussed in detail.

6.1. Introduction and Selection of Sonification Techniques

Auditory Icons and Earcons

“Auditory icons mimic everyday non-speech sounds that we might be familiar with from
our everyday experience of the real world [...]” [HHN+11, p. 326]. These sounds can
then be played in virtual contexts to draw parallels between a virtual and physical action.
These sounds can be triggered by a user action or an event that has occurred. For example,
deleting a document could be represented by the sound of a piece of paper being crumpled,
and an incoming email could be represented by the sound of a letter being dropped into a
mailbox when an email arrives [HHN+11, p. 326].

Since auditory icons require an “existing relationship between the sound and its meaning”
[HHN+11, p. 339], earcons would be a better choice in this approach as D could be any
kind of data. Earcons are “short, structured musical messages” [HHN+11, p. 339], like a
short melody or a percussive sequence, with the same goal of providing feedback to a user
action or to notify for an event. In contrast to auditory icons where the user can already
be familiar with the sound of the event, Earcons and their relationship to an event have to
be learned before they benefit the user.

For both auditory icons and earcons, the information is contained in when and which sound
is played, not in its timbre or noise-like components. In addition, there is considerable
information encoded in the pitch of earcons. If the pitch were to change during playback,
the earcon could not be properly distinguished from other earcons with the same rhythm.
Therefore, auditory icons and earcons do not meet the requirements for this thesis and is
not discussed further.

Audification

“Audification is a technique [...] interpreting any kind of one-dimensional signal [...] as
amplitude over time and playing it back on a loudspeaker for the purpose of listening”
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[HHN+11, p. 301]. It is important that the signal has wave-like properties. For one-
dimensional data, no further processing is required, as this data can be interpreted and
played back directly as an audio signal. For higher dimensional data, such as D, process-
ing is required to reduce the number of dimensions down to one. Beyond the dimension
reduction method, audification has only one parameter: The playback speed. Naturally,
increasing the playback speed also increases the pitch of the signal, so by adjusting the
playback speed, the interesting frequencies in the signal can be brought into the audible
range.

A distinct and reasonably constant pitch for the resulting audio signal can be the result of
two things. The first is the underlying data itself, if it contains regular repetitive patterns,
such as an ECG (electrocardiogram) signal from a patient with regular heartbeat sped
up to the point where the heart rate becomes an audible frequency. Second, it can be a
consequence of dimension reduction, for example by sampling a particular region of D at
a regular time interval. In both cases, the information is encoded in the timbre and some
noise components of the resulting sound.

So both requirements are met. D can be brought into the correct format for sonification
by applying a dimension reduction method. Since D is not further constrained and cannot
be relied upon to have a repeating pattern, the dimension reduction method proposed in
section 6.2 ensures that the resulting signal has a tonal sound. This is why audification is
chosen as one of the two sonification methods and is discussed further in section 6.3.

Parameter Mapping Sonification

Parameter Mapping Sonification “involves the association of information with auditory
parameters for the purpose of data display” [HHN+11, p. 363]. This is usually done
using existing methods of sound synthesis, which have parameters to control the resulting
sound. The data is then mapped to one or more parameters to encode the data into
a particular quality of sound. Because this technique takes advantage of existing sound
synthesis methods, the resulting sounds can vary greatly from percussive to noise-like to
tonal.

The auditory qualities of a sound may consist of one synthesis parameter, such as pitch,
or many, such as spectral characteristics. The individual synthesis parameters have only
one value at any given time. This means that the data must also be one-dimensional
for parameter mapping, where the one dimension is interpreted as the time axis. While
dimension reduction can be used to obtain a single stream of data from D in a similar
way to audification, parameter mapping allows multiple streams of data to be used for
sonification at the same time.

The second requirement, a tonal sound, can be achieved as easily as choosing a tonal sound
synthesis method with pitch as a controllable parameter. The data can then be mapped
to parameters that control, for example, the timbre of the sound. As both requirements
are met for parameter mapping sonification, it is chosen as the second sonification method.
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The further details to achieve the tonal sound with the data encoded in the timbre are
covered in section 6.4.

Model-based Sonification

Model-based sonification aims to utilise the fact that people are used to interacting with
physical objects that produce a sound as a result. Although the sound is usually not the
purpose of the interaction, such as the sound of footsteps, it provides a lot of information
about the object interacted with, e.g. floor material and the size of the room. This
information is usually not actively noticed unless something is different than usual. To
mimic these sounds, a model is introduced that propagates sound similar to real objects,
which is then parameterised by the data. The model typically remains silent until excited
by the user. The excitation can be the result of clicking on a particular node representing
a data point, or other interactions [HHN+11, p. 399].

Model-based sonification encodes the data in the models as a temporal response to an
excitation that occurs over short periods of time, often less than a second. In the case
of D as the underlying data, however, D is itself time-dependent. This should also be
represented in the sonification, requiring the model parameters to be changed over time.
Apart from the fact that this is not intended by the author [HHN+11, p. 403ff.], the sonic
qualities of the time evolution of the model and the data could conflict, thereby reducing
the information content of the sonification.

If a certain resulting sound of the model is desired, a very precise setup of the model is
required. While the models could be configured to produce tonal sounds relatively easily,
the precise control of pitch is not that easy. Especially since most models typically encode
some information in pitch and its evolution over time, a user-controlled pitch could limit
the contained information in the sonification.

Although there is potential to overcome the problems in fulfilling the two requirements with
in-depth research, it is indicated that this would compromise the information present in
the sonification. Therefore, model-based sonification is not chosen as one of the sonification
methods discussed further in this thesis.

Wavespace Sonification

A good metaphor for wave-space sonification is a vinyl record. The texture of its surface
causes a needle moving over the record to vibrate. The resulting vibrations of the needle
are then amplified to become audible. The record has only one intended playing path, the
spiral groove, and is therefore equivalent to a one-dimensional wave-space. A wave-space
can have an arbitrary number of dimensions in which the needle can move freely, and each
position corresponds to a particular amplitude. The data then controls the trajectory of the
needle through the wave-space, which would be similar to the playback speed in the record
example [Her18]. The wave-space can then be designed for each purpose individually. For
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example in Figure 6.1, most parts of the wave-space contain a value of 0, meaning no sound
is produced when the trajectory passes over them [Herl8].
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Figure 6.1.: The wave-space of an ECG sonification [Her18, Fig. 6]. The trajectory in blue
moves in a regular pattern through the wave-space. The deliberately chosen
red and blue patterns correspond to positive and negative values of the wave-
space. When the trajectory passes over these areas, a sound is produced.

The data required for wave-space sonification consists of trajectories, a continuous stream
of data for each dimension of the wave-space. Although it is technically possible to convert
D into this format, D more closely resembles the structure of the wave space itself than
a trajectory through it. Taking this approach further and allowing the user to define the
path, results in something very similar to audification.

Furthermore, with this sonification technique, the pitch of the signal is entirely determined
by the data. While this can be bypassed with certain dimension reduction approaches, at
its core this technique contradicts the second requirement of stable and controllable pitch.
Therefore, this technique is not pursued further in this thesis.

6.2. Dimensional Reduction

Since D(7,t) is defined for arbitrary spatial dimensions, reducing its dimensionality is nec-
essary for sonification. Given the requirement that the time dimension ¢ must be preserved
in the sonification process, the only remaining dimensions available for reduction are the
spatial components of 7.

To ensure that the dimension reduction process and the sonification methods remain mod-
ular, an intermediate representation d(r, t) is introduced. In this representation, the spatial
dimensions of 7 are reduced to a single spatial dimension 7, which is further constrained to
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the range [0,1). This results in a (1+1)-dimensional projection, which can then be used in
a sonification regardless of the initial number of dimensions.

Getting from D to d involves defining a one-dimensional “path of interest” that covers the
region to be examined. This path can be as simple as a straight line between two vectors,
or more complex, such as a free-hand path drawn by the user. There are two structural
types of paths: the first type is open-ended, where the start point # end point, while the
second type forms a loop, where the start point = end point.

Since D(7,t) is not subject to specific constraints, reducing its dimensionality is almost
certain to result in a loss of information. This is also true of the current approach as well,
but unlike more complex methods, it is immediately clear to the user which data is being
disregarded and therefore lost in the sonification. Additionally, the user has active control
over which region to focus on for examination, allowing them to explore that region in
depth while other areas of interest can be examined afterwards as needed.

6.3. Application of Audification

Given the intermediate representation d, the resulting signal for the audification can be
expressed as

y(t) = d(fo -t mod 1,¢) (6.1)

where fy is the desired frequency. The last remaining spatial dimension is reduced by
sampling the entire range of 7, fo times per second, from start to finish!. This process
creates a pattern that repeats with the frequency fy, producing a tonal sound where fy
is the fundamental frequency. The data is contained in the repeating waveform and its
evolution over time, which becomes audible in the timbre of the sound.

When repeatedly sampling the full range of 7, the transition from r = 1 back to r = 0 can
introduce audible artefacts. If d(0,t) # d(1,t) at a given time ¢, these abrupt changes in the
audio signal y produce sharp overtones. Even small differences between d(0,t) and d(1,t)
can dominate the sound and mask other important information in the signal [HHN+11,
ch. 3]. Since these artefacts are influenced by the values of d(0,¢) and d(1,?), they can be
mistakenly interpreted as fundamental characteristics of D, when in fact they are simply
a byproduct of the sampling process.

The simplest approach to avoid these artefacts is to ensure that d(0,¢) = d(1,¢). On the
one hand, the path of interest could be defined accordingly with prior knowledge of the data
D, though such information is not assumed in this chapter. On the other hand, using a
circular path of interest guarantees that this condition is met, as there would be no spatial

1Someone with a background in audio synthesis may think of this as interpreting d as an oscillator’s
waveform, or wavetable in the discrete domain, which evolves over time.
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discontinuity at the transition to the next cycle, thus preventing any jumps in the audio
signal.

The audification approach can represent complex data through a complex harmonic struc-
ture. An example of this is shown in Video example 6.1, where a moving wave with
reflection and interference patterns is sonified and distinct sound characteristics become
audible. However, one aspect that does not translate well into sound is spatial information.
This is because, in this approach, spatial information corresponds to phase information in
sound, which is generally inaudible in sustained tonal sounds. If a given, otherwise static,
structure of data in D moves along the path of interest like in Video example 6.2, this
manifests as a slight change in pitch, as the phase of the waveform shifts gradually. As the
wave in the video example does not perfectly move but also change in shape slightly also
a change in timbre can be heard. Compared to the timbre of the sound, the audible pitch
change of the movement is only hardly noticed.

6.4. Application of Timbre Mapping

The timbre of a sound can be modified in many different ways. The simplest approach is
to map the data to a filter frequency. However, since the given data d still has one spatial
dimension, a continuous set of parameters would best represent it in timbre. For this
reason, additive synthesis is chosen as the underlying synthesis approach, as it provides
an arbitrarily large set of parameters with the amplitudes of the individual harmonics
[HHN+11, sec. 15.12]. This leverages the human ability to recognise subtle changes in
complex timbral sounds. The resulting signal is defined as

k=)
y(t) = Z d ( ,t) -sin(fo-k-t) (6.2)
n
k=1

where fj is the desired fundamental frequency and n is the number of harmonics. Unlike
audification, where d is sampled at a single steadily moving point, here d is sampled at
multiple fixed points in space simultaneously. The values at these sampled points scale the
amplitudes of the individual harmonics in the sound.

The intensities of d for values of r near 0 correspond to the amplitudes of the lowest
harmonics, while the intensities for values of r near 1 correspond to the amplitudes of the
highest harmonics. In this way, the spatial information is encoded in the spectral balance
of the sound. As a result, moving patterns in d through space translate into shifts in
the spectral balance, as demonstrated in Video example 6.3. The underlying data is the
same as in Video example 6.2, but the motion in space becomes much more audible with
the timbre mapping. Meanwhile, the small shape changes that were easily audible with
audification become much less noticeable.

The human auditory system is highly attuned to recognising speech, and it is most sensitive
to frequencies relevant to speech [HHN+11, sec. 3.3], [Fle40]. This means that two tones
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with the same amplitude but different frequencies are likely to be perceived as having
different loudness. To account for this, the average equal loudness contour of the human
ear could be used to scale the amplitudes of the harmonics, ensuring that equal values in the
data produce sounds perceived as having the same loudness across frequencies. However,
since this scaling depends on the absolute frequency of each harmonic, changing the pitch
of the sonification would also change the amplitude of the harmonics, potentially altering
the perceived spectral balance.

To avoid misinterpretation of the data, a simpler solution was applied: A —6 dB/oct (deci-
bel per octave) slope was introduced by multiplying each harmonic’s amplitude by % This
slope is identical to that of a sawtooth wave, one of the fundamental waveforms in audio
synthesis, and its sound is therefore familiar to most listeners. Consequently, the sonifica-
tion of d(r,t) = 1, where all harmonics originally have equal amplitudes, now produces a
sound identical to that of a sawtooth wave.

Moreover, frequency — and thus pitch and spectral balance — is perceived logarithmically by
humans, a linear movement in d does not correspond to a perceived linear shift in frequency
with the equally spaced points in the formula above [HHN+11, sec. 3.4]. The scaling of the
frequencies is determined by the overtone series and cannot be changed. Instead, r could
be sampled in logarithmic steps to compensate for the non-linear perception of frequency,
as shown in Figure 6.2. Here, the spacing of the sampled points is adjusted to match the
perceived spacing of the frequency. However, as this introduces larger gaps between some
sampled values with the same number of overtones, the scaling could be made toggleable,
allowing the user to revert to linear scaling if desired.

10 Harmonics 10 values of r 10 values of r
scaled logarithmically sampled linearly sampled logarithmically
———eo—0 0000000 | oo 0o 0o 00000 o o o o 0000e>
1 2 3 5 710 0 0.3 0.5 0.7 0.9 0 0.30.48 0.7 0.9

Figure 6.2.: Since frequencies are perceived logarithmically, the scaling of the sampled val-
ues of r can be adjusted so that the spatial distance is proportional to the
perceived difference in frequency.

The human auditory system is highly tuned to recognise speech [HHN+11, ch. 3]. Since
sustained vowel sounds are also tonal sounds with a distinct harmonic structure, this sonifi-
cation approach could theoretically produce vowel-like sounds. Vowel sounds are primarily
characterised by specific peaks in the spectrum, known as formants, which have distinct
frequencies, amplitudes, and widths. Only a few well-placed formants are sufficient to
produce identifiable vowel sounds [HHN+11, sec. 15.9].

If the analysed data d contains prominent peaks, these would manifest as distinct formants
in the sonification. By adjusting the path of interest, the base frequency fp, and most
importantly, the number of harmonics n, the resulting sound can be fine-tuned so that
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the formants produced by the data align in a way that creates vowel-like sounds?. The
resulting sounds could then be a sequence of different vowel sounds, making them easier
to identify, remember and reproduce. In the exploration phase of the project, it has been
found that the logarithmic sampling of r makes it easier to bring the formants into the
range typically associated with speech and improves the clarity of the vowels. This is
utilised in Video example 6.4 where the moving wave with reflections and interference is
sonified using timbre mapping.

When transcribing the interviews in Appendix D where the timbre mapping sonification was set up to
produce vowel-like sounds, the transcription software identified the sonification as a separate speaker
saying simple words like “wow”.
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7. Interactivity through Live Modulation of
Audio Plugin Parameters

In this chapter, a method is proposed for interacting with a software synthesizer audio
plugin, beyond merely playing notes. Once interactions are set up through the GUI, these
can be used without directly interact with the plugin’s interface. The system is designed
to be accessible for users with or without a musical background. In an artistic context,
it should be suitable not only for studio applications but also, and especially, for live
performances. In a scientific context, it should enable precise adjustments that are both
recordable and reproducible, offering practical benefits for data exploration and analysis.

First, an overview of the controls available and the common methods offered by DAWs are
presented. A more advanced approach is then introduced, one that is built into the audio
plugin itself and allows for extended interaction. This approach is then explored in more
detail.

7.1. Methods provided by DAWSs

In order to introduce more ways of interacting with an audio plugin, it is necessary at first
to list all the available ways of controlling it. As mentioned in section 2.5, to reproduce the
output of a deterministic audio plugin, only the input signal and the plugin’s parameter
values are required. For a deterministic plugin this limits the interaction possibilities to
manipulating the input signal or the plugin’s parameters.

For software synthesizers, the input is a MIDI signal. In the context of a live performance,
it is the notes being played. While the MIDI signal is already interactive with the keyboard
input, changing the plugin’s parameters in the GUI with the mouse would be too cumber-
some for live performances. Therefore, the ability to interact with the parameter values
in a simpler way would allow artists to control theoretically everything that makes up the
sound in real time. Since the DAW already has access to all parameters of all running
plugins, general approaches that work with all plugins could be implemented. This has the
advantage that each individual plugin doesn’t have to implement its own approach. These
are the two approaches that most DAWs support:

1. Automation
Automation involves programming parameter changes in advance, synchronised to a
timeline. When the session is played back, the parameter values change accordingly.
This approach is often used in music production to create precise, predefined changes
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in sound over time. While effective for post-production and well-planned perfor-
mances, automation has limitations in improvisational contexts. In such scenarios,
relying on pre-programmed automation limits the spontaneity and flexibility of the
performance. Due to the lack of real-time interactivity, this approach is not pursued
further in this thesis.

2. MIDI controller mappings

MIDI controller mappings allow the knobs or sliders of a MIDI controller to modu-
late specific plugin parameters. When a knob or slider is moved, the MIDI controller
sends a “control change” message, including the current knob position. The DAW
then adjusts the value of the plugin parameter accordingly. This approach is often
used in live performances because the available hardware knobs can be mapped to
the relevant parameters, leaving others out and reducing complexity during the per-
formance. Given the wide range of possible mappings and the fact that they function
independently of the plugin being used, this concept will be further explored in the
following sections. However, there is limitation to this method. A single performer
is physically limited by having only two hands, meaning if one hand is used to ma-
nipulate the controller, only the other is available for playing notes. This creates a
trade-off between control over the notes and the mappings, which ideally should be
overcome for maximising amount of control the user has.

Q Modulation source
[ Modulation wheel )—) Filter cutoff frequency
Modulation target

—>» Modulation

Figure 7.1.: Modulation graph of Video example 7.1. There the keyboard controls simple
sawtooth oscillators. The modulation wheel controls the cut-off frequency of a
low-pass filter.

An example of MIDI controller mapping can be found in Figure 7.1 and Video example 7.1.
Here the modulation wheel controls the cut-off frequency of a low-pass filter. While there
are many approaches taken by different DAWSs, here is one way of calculating the filter
frequency. For simplicity the low-pass filter frequency parameter p is expressed as a value
between 0 and 1, where 0 corresponds to the lowest audible frequency, and 1 corresponds
to the highest audible frequency. Similarly, the value of the modulation wheel s,, (the
modulation source) ranges from 0 (fully turned down) to 1 (fully turned up). The formula
for calculating the filter frequency after modulation pumodulated 1S

Pmodulated = P + Sm - M, (71)
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7.2. Modulation Matrix within the Audio Plugin

where m is the modulation amount, which scales the strength of the modulation. In Video
example 7.1, a value of p ~ 0.2 is used. In the video part “Strong Modulation” m ~ 0.8 is
used, while m = 0.4 is used for the part “Weak modulation”.

7.2. Modulation Matrix within the Audio Plugin

When designing a plugin that utilises MIDI controller mappings, it may be preferable not
to rely on the DAW’s functionality and instead implement a system for doing this directly
in the plugin. This is possible because the plugin receives not only the notes played via
MIDI, but also the control change messages from the MIDI controller.

While many DAWs offer MIDI controller mapping functionality, not all of them do, and not
to the same extent. Especially if more complex mappings are desired, the approaches of the
different DAWSs vary drastically. If a plugin is designed to benefit the user by interacting
with the plugin’s parameters in a particular way, there is no guarantee that the used DAW
will support this.

Implementing a MIDI controller mapping system within the audio plugin would also have
the advantage of allowing modulation sources other than the hardware controller, such
as envelopes. Envelopes are not a suitable modulation source when modulating with the
DAW, as it can only modulate global parameters. The plugin, on the other hand, has
access to its full functionality and could apply the modulation to each note individually.
This is necessary to create authentic sounds, as is the case with real instruments such as a
guitar whose strings remain largely unaffected when another string is plucked.

This is demonstrated in Figure 7.2 and Video example 7.2, where an envelope modulates
the frequency of the low-pass filter. When a key is pressed, the note starts hard and gets
softer over time, unaffected by other notes being played. To achieve this, pmodulated MUst
be calculated separately for each note with envelope s, replacing the modulation wheel as
the modulation source. The value of the envelope s, starts at 1 when the note is pressed
and then gradually decreases to 0. The formula for the modulated filter frequency for a
given note is now:

Pmodulated = P + Se - M (72)

with the filter frequency before the modulation p =~ 0.2 and the modulation amount m =
0.8. As note management is internal to the plugin and not accessible from the DAW, this
modulation must be implemented within the plugin.

As this is one of the most popular modulations for synthesizers, many plugins' have a
hard-coded filter frequency modulation based on a dedicated envelope scaled by an amount
parameter. However, this can be limiting as a general approach, as each parameter that
should be modulated by an envelope would need its own hard coding.

le.g.  Diva by wu-he (https://u-he.com/products/diva/); Grain by reasonstudios (https://www.
reasonstudios.com/devices/grain)
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O Modulation source
[ Envelope )—) Filter cutoff frequency
Modulation target

—>» Modulation

Figure 7.2.: Modulation graph of Video example 7.2. The keyboard controls simple saw-
tooth oscillators. An envelope generator controls the cut-off frequency of a
low-pass filter for each note individually.

Some other synthesizers implement a so-called “modulation matrix”? to achieve the goal of
an extensive modulation system. Each row of the matrix represents a possible modulation
source, which can be external MIDI control change messages, velocity information and
internal modulation sources like envelopes. Each column represents a modulation target
that can be modulated. These can be some pre-selected parameters or all parameters of the
plugin. Each cell of the matrix then represents the amount by which the rows’ modulation
source modulates the columns’ modulation target [BSJ11]. The parameter values after the
modulation are

ﬁmodulated = ﬁ+ §-M (73)

where p'is the vector of parameter values before modulation and pioduiated after modulation.
§is a row vector for each modulation source, M is the modulation matrix. To set up the
modulation shown in Figure 7.2 and Video example 7.2, M should contain only zeros,
except for the envelope’s row and the filter cutoff frequency’s column. This cell should be
the desired modulation amount.

However, there are some drawbacks to this approach. Firstly, the matrix-based modulation
system may not be intuitive to users unfamiliar with working with matrices. This can be a
barrier to accessibility, as many musicians and sound designers prefer simpler, more direct
interfaces for controlling modulation.

Secondly, the matrix approach can become computationally expensive as the number of
modulation sources and parameters increases. The size of the modulation matrix is deter-
mined by the number of modulation sources multiplied by the number of parameters, which
can lead to performance issues. As most of the cells in the modulation matrix, with the
exception of a few, contain zeros but still consume performance, this is not an economical
use of computing time.

2e.g. MatrizBrute by Arturia (https://www.arturia.com/products/hardware-synths/matrixbrute/
overview)
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7.3. Adaptive Modulation System

Finally, while the matrix system provides flexibility by allowing any modulation source to
modulate any parameter, it lacks the capability for more advanced modulation structures.
For example, Figure 7.3 and Video example 7.3 demonstrate a common scenario where
the modulation wheel is used to scale how much an envelope modulates the filter cutoff
frequency. Nested modulation, where one modulation source controls the amount of another
modulation, is not possible within a basic modulation matrix. There are approaches that
do allow nested modulation using the modulation matrix, but at the cost of worsening the
first two drawbacks, intuitiveness and computational cost.

Envelope Filter cutoff frequency
Q Modulation source

Modulation target

[ Modulation wheel

—>» Modulation

Figure 7.3.: Modulation graph of Video example 7.3. There the keyboard controls sim-
ple sawtooth oscillators. The modulation wheel scales how much an envelope
generator controls the cut-off frequency of a low-pass filter for each note indi-
vidually.

7.3. Adaptive Modulation System

To overcome the problems of the previous techniques, the Adaptive Modulation System
is proposed for QSynth2. It has no pre-defined modulations, but instead allows to create
modulations on demand. Similar to the modulation matrix approach, a modulation must
contain at least the following three attributes to cover all the necessary functionality:

1. s: modulation source
2. p: modulation target

3. m: modulation amount
If the user wishes to create a modulation, a modulation object can be created and the three
attributes can be set. When the plugin evaluates the parameter values, only one calculation

per modulation is required instead of the entire matrix operation. The parameter values
are updated for each existing modulation using

Pmodulated = P + S[Z] : m[z], (74)
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where

1 : index of the current modulation,

Pmodulated : modulation target after the i-th modulation,
p : modulation target before the i-th modulation,
s : list of modulation source values,

m : list of modulation amount values.

A single parameter can be the target of several modulations. Therefore, the value of a
modulated parameter after all modulations is calculated as its raw value plus the sum of
all incoming modulations:

DPmodulated = P + Z Sp{k} ) mp[k] (75)
k=1

where

k : index of the current modulation,
Pmodulated : modulation target after all modulations,
p : modulation target before all modulations,
sp : list of modulation sources modulating p,
my, : list of modulation amounts modulating p,

n : length of s, and my,.

A special feature of this approach is that modulation targets are not limited to plugin
parameters, but can also include the modulation amount of other modulations. This is
demonstrated in Figure 7.3 and Video example 7.3, where an envelope modulates the filter
cutoff frequency while the modulation wheel scales the amount of modulation. In this
scenario, when the modulation wheel is set to 0, the envelope has no effect on the filter
cutoff. As the modulation wheel is turned towards 1, the envelope gradually modulates the
filter cutoff frequency more strongly.

The value for the modulated filter frequency, Pmodulated, can be calculated by applying the
modulation recursively, where one modulation affects the amount of another. This is shown
as follows:

Modulation 1: Pmodulated = P 7+ Se - Mimodulated
Modulation 2: Mimodulated = M1 + Sm - Mo
= Pmodulated = P+ Se- (ml + Sm - m2)
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where

Pmodulated : Modulation target after all modulations,
p : modulation target before all modulations,
Mimodulated : Modulation amount 1 after Modulation 2,
m1 : modulation amount 1 before Modulation 2,
mg : modulation amount 2,
Se : current value of the envelope

Sm : current value of the modulation wheel

This approach allows modulation to be nested to any depth, making highly complex mod-
ulation structures possible. The modulation amount of the second modulation can itself
become the target of a third modulation, and this process can continue indefinitely. An
example where this is often desired in a musical context is shown in Figure 7.4 and Video
example 7.4.

-
Envelope Filter cutoff frequency

Y Legend:

- O Modulation source
Velocity

\_ Modulation target

4 —>» Modulation

Modulation wheel
(G

Figure 7.4.: Modulation graph of Video example 7.4. There the keyboard controls simple
sawtooth oscillators. The velocity of each individual note played scales how
much an envelope generator controls the cut-off frequency of a low-pass filter.
The modulation wheel scales the amount of the modulation.

In this case, the velocity of a played note determines how much the envelope affects the fil-
ter’s cutoff frequency. This technique mimics real musical instruments, where more strongly
played notes tend to sound brighter. The velocity-based modulation is then scaled by the
modulation wheel. When the modulation wheel is set to 0, the velocity has no effect on
how the envelope modulates the filter cutoff frequency. As the modulation wheel is turned
towards 1, the velocity increasingly affects the envelope’s modulation of the filter cutoff,
allowing the performer to transition between a static and a dynamic instrument.

Pmodulated = P + Se (ml + Sy - (m2 + Sm - m3)) (76)
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7.4. Cyclic modulations

With the introduction of modulations that allow complex setups, cyclic modulations could
potentially occur. These cannot be properly evaluated because one modulation requires
the result of another modulation, which in turn depends on the result of the first. There
are two possible configurations where cyclic modulations can occur, as illustrated in the
modulation graphs in Figure 7.5:

1. Interdependent modulations:
Two modulations have each other’s modulation amount as their target. Since modu-
lations can only have one modulation target each, this configuration would result in
no parameters being modulated and therefore no audible effect. This type of modu-
lation can be prohibited by the audio plugin without limiting the functionality of the
modulation system, as it does not contribute to the resulting sound.

2. Cyclic internal modulation sources:
Internal modulation sources, such as envelopes, usually have parameters that control
their behaviour (e.g. attack time, decay rate). In this general approach, these param-
eters should also be available as modulation targets. However, if these parameters
were modulated by the same modulation source they control, this would create a
cycle in the modulation graph. While this is not evaluable, it could be beneficial for
the user interaction.

Cyclic modulation 1

[ Modulation Source 1 ) Legend:

[ Modulation Source 2 Modulation target

Cyclic modulation 2 —>» Modulation

Parameter used by
[ Envelope )—) Attack time $ Modulation source

Figure 7.5.: The two theoretically possible cyclic modulation setups with the proposed
modulation system.

There are two ways to solve the problem of non-evaluable cyclic modulation. The first
approach is to introduce a very small delay into the modulation. By using the previous
values of the modulation source to modulate parameters such as attack time, the cyclic
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dependency can be resolved. However, as this introduces delay into the system, a trade-
off must be made between the length of the delay and the performance overhead it may
introduce.

The other approach is to prohibit this behaviour altogether. By preventing cyclic modula-
tion, no delay is introduced. While cyclic modulation can result in artistically interesting
behaviour, the feedback can also create a complex and highly unstable system. By pro-
hibiting it, the modulations are more predictable for the user.

The objective is to create a system that makes an audio plugin interactive. In order to
reliably interact with the audio plugin, the system must respond consistently to the user’s
input. Therefore, it is decided to take the second approach and prohibit the user from
creating cyclic modulations for this work.

7.5. MPE Keyboard as Modulation source

Earlier in this chapter, the advantages of independently modulating notes were discussed.
Up to this point, it has only been possible to modulate individual notes using internal
modulation sources such as envelopes, with the exception of velocity. While MIDI controller
inputs can be used indirectly to scale modulation per note, as shown in Figure 7.3 and Video
example 7.3, they can only modulate parameters on a global level rather than affecting
individual notes directly.

As the title of this section suggests, an MPE (MIDI Polyphonic Expression) keyboard?
addresses this limitation. Introduced in section 2.6, it allows detailed control of each
individual note, for example based on where a finger touches the key. This generates MIDI
control messages per note, which can then be used as modulation sources in the intended
system.

Furthermore, this solves the problem described in section 7.1, where one hand is often
occupied with operating the MIDI controller, leaving only one hand available for playing.
As an MPE keyboard simultaneously fulfils the role of a MIDI keyboard and a controller,
both hands can be used to play and modulate at the same time. At the time of writing,
many MPE keyboards support up to three dimensions of control: typically the X-axis
(often associated with pitch), the Y-axis (often associated with timbre) and the Z-axis
(often associated with pressure). Although three dimensions of control may seem limiting
at first, it has been found to be sufficient for most practical applications. The precision
required to actively and accurately control all three dimensions is immense. It is likely that
mastering such an instrument, much like the violin or other nuanced instruments, would
take years of practice. As a result, limiting control to two dimensions often represents a
more practical balance between expressive control and ease of use in real-world scenarios.

3e.g. Seaboard by ROLI (https://roli.com/eu/product/seaboard-m); Osmose by Ezrpressive E (https:
//www . expressivee.com/2-osmose)
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7. Interactivity through Live Modulation of Audio Plugin Parameters

For parameters that are applied global, like for example the amount of compression applied
after the audio signal of each note is mixed together , as each note could have different
modulation source values modulating a parameters with just a single value. Therefore a
method should be introduced to deal with modulation sources per individual note that
modulate parameters that can only have one value for all notes combined.

This can be solved by aggregating the modulations per note to a global value at some point
during the modulation process using aggregate(l), where [ is a list of values for each note
currently being played. The most computationally efficient approach is then to aggregate
the modulation source values directly before applying the modulation.

7.6. Parameter Ranges and Scaling

In previous sections, simplified calculations were used where all parameters had a range
of 0 to 1. In practice, many parameters have completely different ranges and units. For
example the low-pass filter frequency usually has a range of about 20 Hz to 20 000 Hz, while
the attack time can vary from about 1 ms to 10s. Modulating parameters with such a wide
range would require modulation amounts of very different magnitudes.

In addition, not all parameters are linearly scaled. Human perception of frequency is
logarithmic, so equal distances on a slider should correspond to equal ratios rather than
equal differences in frequency. In other words, moving the slider a constant distance should
increase the frequency by a constant factor rather than a constant amount. In addition,
some parameters are scaled using non-standard functions tailored to specific applications.
For example, level thresholds may be adjusted based on use cases, rather than following a
simple mathematical rule such as linear or logarithmic scaling.

To ensure that the Adaptive Modulation System is compatible with all types of plugins,
it must work with any parameter range and scaling method used. So instead of using the
scaled parameter value and then evaluating the modulations, the normalised value is used.
So 0 corresponds to the slider being fully down and 1 corresponds to the slider being fully
up. The same goes for the modulation source values, which are also normalised. A mapping
function f is then defined for each parameter individually, which applies the correct scaling
and translates the normalised value into the actual parameter range. A simple modulation
would look like this:

Pmodulated = f( pt+s-m ) (77)

This approach ensures that the modulation amount no longer needs to be set differently
for each parameter’s range. Instead, it has the same semantic meaning for all parameters,
namely how much the modulation affects the position of the slider. For example, if the
modulation amount is set to 0.5, turning the modulation source from 0 to 1 would increase
the parameter value to 50 % of its full range. This works regardless of the actual parameter
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range and scaling. Similarly, constant increments of the modulation source would have the
same effect as constant changes to the slider position.

However, even when modulation is applied to the normalised parameter value, the result
may exceed the 0 to 1 range. There are two potential problems with this. Firstly, the
mapping function may not be defined for values outside this range, resulting in undefined
behaviour. Secondly, even if the mapping function is capable of handling out-of-range
values, exceeding the actual range of the parameter could result in loss of semantics or
audio processing errors. For example, if the filter frequency exceeds the Nyquist limit, this
could lead to runtime errors or other unwanted effects. This is addressed by clipping the
normalised values to 0 to 1 after all modulations:

Prmodulated = f(Clip( p+s-m )) (78)

with

clip(z) = max (0, min(x, 1)) (7.9)

Note that clipping only needs to be applied once, after all modulations have been applied.
It is possible to make the design decision to apply clipping after each individual modulation.
However, this was not chosen for this project as it could lead to unexpected non-linearities
in complex modulation setups. Therefore, the final formula for the complex modulation of
Figure 7.4 and Video example 7.4 is:

Pmodulated = f(Clip(p + 8¢ - (M1 + 8y - (M2 + 5 - M3)) )) (7.10)

Finally, some modulation sources are bipolar rather than unipolar, meaning they range
from -1 to 1. A common example is the pitch wheel on a keyboard, which can be used to
pitch a signal up or down. In certain cases it can also be advantageous to apply bipolar
scaling to MPE keyboards, where the centre of the key corresponds to 0, and moving the
finger up or down adjusts the modulation in positive or negative directions accordingly.

The same principle applies to the amount of modulation. Allowing negative modulation
amounts gives the user the ability to reverse the behaviour of the controller. For example,
with a negative modulation amount, turning the modulation wheel down would correspond
to turning the parameter knob up, effectively inverting the modulation control.

Per note Modulation of globally applied parameters, such as the amount of compression
applied after the audio signals of each note are mixed together, results in a so far unresolved
case. Each note could have different modulation source values, while the globally applied
parameters have only a single value. Therefore, a form of aggregation of the values per note
to a global value is required at some point during the modulation process. The function
aggregate(Z) is introduced, which aggregates &, the modulation values for each current
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7. Interactivity through Live Modulation of Audio Plugin Parameters

note, into a single value. It is important that aggregate is applied after the modulations
have been evaluated per note, as follows

Pmodulated = f (Chp(p + aggregate(g‘ m) )) : (711)

While this is not relevant in the case of a single modulation, it is important when there are
multiple per note modulations where an aggregation of the modulation source values per
note § directly would lead to undesired cross effects between notes.

Pmoduiatea = f (clip (p + agaregate(si + (ma1 + 53 -m2)) ) ). (7.12)

with s and $5 being any per note modulation source with their respective modulation
amounts mj and mg. The element-wise multiplication * is important here, as the modula-
tion should be applied for each note individually and only get aggregated afterwards.

The proposed Adaptive Modulation System offers a versatile and flexible approach that can
theoretically be applied to any audio plugin, independent of both the DAW and the rest
of the plugin. Rather than imposing a pre-defined method of interaction, it allows users
to determine which parameters they wish to explore in depth or use in live performances.
Building on traditional MIDI controller mappings, this system supports complex modu-
lation setups, incorporating both external sources such as MIDI controllers and internal
sources such as envelopes. It also supports both global modulation and modulation applied
individually to each note, providing more in-depth control. MPE-enabled controllers such
as MPE keyboards can be used to control these modulations, with options for unipolar
and bipolar scaling, while ensuring that parameter ranges are properly scaled and never
exceeded.

58



8. Combination of Simulation, Sonification
and Interactivity in a Software Synthesizer

The concepts introduced separately in chapter 5, chapter 6 and chapter 7 are combined
in @Synth2, a software synthesizer audio plugin. This chapter illustrates how the differ-
ent components work together to produce a keyboard-playable and further controllable
sonification of the simulation of the 2D time-dependent Schrédinger equation.

The interaction of these components is illustrated in Figure 8.1. Notes played on the MIDI
keyboard trigger the sonification to start and set the pitch of the sound. The sonification
then requests data from the quantum simulation, which subsequently starts running. The
data provided by the quantum simulation is sonified according to the selected sonification
approach and is output as audio. Naturally, as the simulation evolves over time, the sound
changes as well. Both the sonification and the quantum simulation can be manipulated in
real time using the keyboard or other MIDI hardware, allowing for interactive exploration
of the data.

MIDI-Input (Keyboard) +——plays—» Sonification ——examines—¥»  Quantum Simulation
A A

manipulates

Figure 8.1.: Overview of the interaction between the components of chapter 5, chapter 6
and chapter 7.

A screenshot of QSynth2 in its development state at the time of writing is shown in Fig-
ure 8.2, with the plugin parameters on the left and a large visualisation of the current
simulation on the right. As the sonification and simulation are now part of an audio plu-
gin, their current state must also be fully defined by a set of parameters (see section 2.5).
These parameters allow the setup of custom simulation scenarios and the customisation of
the sonification. During playback, the parameters of both can then be modulated by the
user via the Adaptive Modulation System described in chapter 7.

The following sections discuss the interaction between pairs of components and the new
possibilities that emerge from each interaction. This discussion will remain at a conceptual
level, focusing on the underlying principles, without delving into implementation details,
which are covered in chapter 9. The explanation will begin with sonification, and gradually
incorporate additional components into the final system.
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QSynthi2 (VST3)

Parabola g)(ut:frfnsizlé 0.0000000
Parabola zu:)e#;i:l; I@
e (7o |
Parab(;las;:?ée:g;l; m
BarerType (Verical — ~]
Barrier x offset
Barrier width 2
Slit count 2
Slit distance 0.3000000 |
Slit width 0.1250000
Frequency 109.9999847|

ModiaionTaget1 (Frequency — ~ |

Modulation Source 1 | Keyboard X ~ |

Modulation Amount 1 0.1000000

Modulation Target2 | Line of interest rotation ~ |

ModsaiinSource2 [KeyboardY v ]

Modulation Amount 2 0.2130048 |

Figure 8.2.: Screenshot of the @Synth2 GUI, with a parameter list (left) and a display area
for simulation and sonification (right). Here, four notes are played that sonify
different parts of the simulation space symbolised by the different coloured
paths of interest. Their rotation is offset as a result of an MPE modulation,
using the “Modulation [...] 2” parameters (bottom left).

8.1. Sonification within a Software Synthesizer

Sonifications are usually rendered into audio files for playback, offering the advantage of
being able to pause and replay specific sections. While this approach allows for the analysis
of specific periods of time, it also has some drawbacks. The process of precisely moving the
cursor to pause and rewind, or to locate a specific timestamp on the timeline, can increase
the mental load and distract from the listener’s ability to fully engage with and understand
the data being sonified. The alternative offered here is using the MIDI keyboard, which
is already widely used to interact with digital sounds, especially in musical contexts. It
allows the user to easily start and stop the sonification with the simple gesture of pressing
or releasing a key. This interaction eliminates the need for precise mouse movements,
allowing the user to focus on the data and insights rather than the control mechanisms.

The ability to change the pitch of the sonification also makes it easier to focus on specific
qualities of the sound. The human ear is particularly attuned to detecting details in certain
frequency ranges and adjusting the pitch allows the user to shift certain sonic qualities into
the most perceptible range [Fle40], [HHN+11, ch. 3]. For example, at higher pitches there
are fewer overtones in the audible frequency range, so the focus is on the lowest harmonics
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of the sound. In contrast, sounds at lower pitches can contain many more audible harmonics
and therefore more detail, which benefits sounds with a complex harmonic structure.

The focus on tonal sounds, rather than simply generating a sonification with adjustable
pitch, makes it easier to use the sonification not only as a scientific tool but also as a
musical instrument. The use of a keyboard as the main control element suggests that
multiple notes could be played simultaneously. Since signals with different pitches can be
clearly distinguished from one another, this could be capitalised on [HHN+11, ch. 3.5].
In addition to having different pitches, multiple sonifications could be set with different
parameters, such as sonifying different parts of the data. As sonifications are designed
to represent the underlying data, interesting data can produce equally interesting sounds
[Her08, ch. 2].

Since tonal sounds are a key element in most musical pieces, tonal sonifications are par-
ticularly well suited for musical applications. Combined with typical synthesizer features
such as envelope generators, this approach can create a compelling and unique musical
instrument. In a performance context, this approach could stimulate curiosity about the
underlying data. Since the audience is already involved in the art created from the data,
the opportunity can be used to draw attention to the underlying data and the scientific
phenomena behind it. This allows users to use QSynth2 not only as an interesting musical
instrument, but also as a low-level educational tool.

8.2. Sonification of the Quantum Simulation

When a note is played on the keyboard, not only is the sonification started, but also the
quantum simulation. For the duration of the note being played, the simulation runs at
a user-defined speed and is sonified. The simulation is reset when the note is released,
so that playing a note again starts the simulation from the beginning. When a second
key is pressed while there is already a note playing, the already running simulation is
sonified twice but at a different pitch. In contrast to the predecessor project [FM23], no
second simulation is started for the second note, but all sonifications access the current
state of a single simulation. For additional keys, the process is analogous. With different
sonification parameters for each key, this allows the user to inspect multiple areas of the
same simulation at once. The simulation continues until it is reset, when all keys are
released and all sonifications are stopped.

In addition, the simulation is visually displayed to the user, synchronised with the sonifica-
tion. This visual representation helps in the interpretation of the simulation, especially for
users who have no previous experience with the provided sonification methods or with soni-
fication in general. This is particularly important as the sonification only covers a selected
part of the simulation. The visual display provides an overview of the entire simulation
and allows the user to identify potentially interesting areas to further investigate sonically.
In contrast to [FM23], only one simulation is sonified at a time, so there are no multiple
simulations running but not visually displayed, which could be distracting when analysing
the sounds.
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The combination can be seen and heard in action in Video example 6.1, where the double
slit experiment is shown and sonified using the audification approach. When a key is pressed
(here a low A note) the simulation and the sonification start with the corresponding pitch.
The path of interest for the sonification is displayed visually as the red horizontal line.
The simulation values along this line determine the waveform for the audible tone. The
sound begins soft and becomes harsher as the wave partially reflects off and partially passes
through the double slit. The application of an elliptic paraboloid potential, with its lowest
point situated at the centre, results in the wave losing momentum prior to being accelerated
back towards the double slit. As can be heard, each subsequent collision with the double
slit sounds different and decreases in intensity over time as the wave spreads out further.
In addition, the low, constant tone evolves throughout the process, suggesting that the
wave itself is changing with each impact.

In Video example 8.1, the path of interest was chosen to be a circle, shifting the focus from
the wave’s impact on the barrier to the resulting interference patterns. Other combina-
tions of starting states, potential, and slit configurations would produce unique interference
patterns, all of which can be explored and experimented by tweaking the synthesizer pa-
rameters.

With such low speeds, optimised for visual display, it is difficult to interpret the sonification.
One advantage of the simulation is that it is not constrained by real-world speeds or physical
limitations. This is particularly important, as most quantum processes occur too rapidly for
human perception. The simulation speed can instead be adjusted to match user preferences
and the specific phenomenon being studied. In Video example 8.2, the simulation speed
is drastically increased. This highlights another benefit of sonification: while these high
speeds make visual analysis difficult, the sonification makes it easier to detect long-term
relationships in the simulation, through the changing sounds of the impacts and the evolving
constant tone.

Real-time simulations typically require significant computing resources and more imple-
mentation effort than pre-rendered data. However, pre-rendered data is limited to specific,
predefined scenarios. To enable users to configure custom scenarios and experiment with
the quantum system dynamically, a real-time simulation is essential. Additionally, real-time
simulations allow users to adjust simulation parameters while the simulation is running,
enabling immediate manipulation and exploration of the system, something that is not
possible with pre-rendered simulations. This capability is demonstrated in Video exam-
ple 8.3 (audification) and Video example 8.4 (timbre mapping), which show multiple live
simulation changes with added sonification.

8.3. Interactivity for Simulation and Sonification

To achieve interactivity beyond simply playing notes, the Adaptive Modulation System is
used. In this context it provides the ability to modulate both sonification and simulation
parameters in real time. As discussed in chapter 7, it uses external MIDI controllers in a
flexible way to modulate plugin parameters in general. Paired with the sonification and
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8.3. Interactivity for Simulation and Sonification

simulation it gives users the ability to explore and manipulate both sound and simulation
in a more engaging manner. The sliders on the GUI shown in Figure 8.2 control the base
parameter values (notated as p in chapter 7), when a modulation is applied it affects the
parameter value by adding to or subtracting from it’s base value.

In the double slit example, it is shown how different simulation speeds can be advantageous
for either visual or sonic analysis. Since QSynth2 provides options for both ways of analysis,
users may want to slow down the simulation for visual examination and then speed it up for
sonic analysis. Restarting the simulation at different speeds, however, could be disruptive in
this process. With the modulation system in place, the simulation speed can be adjusted
dynamically without needing to use the mouse. Moreover, the simulation speed can be
reversed, for instance to compare two impacts at different times, as demonstrated in Video
example 8.5. This ability to reverse the simulation, combined with the interactivity, allows
users to experiment with an existing simulation state, rewind, and rerun a single event
with different simulation parameters having to restart the entire simulation.

Modulations can be configured using the modulation slots shown at the bottom left of
Figure 8.2. Each modulation slot consists of three components: a modulation target,
which is the name of a parameter; a modulation source, which can be an external MIDI
controller, an MPE keyboard, or an internal modulation source such as envelopes; and
finally, a modulation amount. The modulation amount itself can also serve as the target
of another modulation, allowing for the creation of more complex, nested modulations.

The addition of MPE support enables the user to modulate the parameters associated with
each note individually. This allows for different sonification parameters to be applied to
each note, letting the listener focus on various aspects of the simulation simultaneously.
Although it might seem that multiple sonifications played at once could overwhelm the
listener, the human ear is highly trained at distinguishing between simultaneous audio
streams [HHN+11, sec. 3.6]. This capability makes it possible to compare different areas
of the simulation using multiple sonifications, such as identifying similar patterns over
time in different regions. In Video example 8.6, this technique is used to sonify both
the impact and the interference patterns simultaneously. This approach opens up vast
exploration possibilities, as relationships between multiple regions of the simulation can
now be sonified, perceived and analysed at the same time.

Since pitch helps distinguish between different audio sources [HHN+11, sec. 3|, the key
pressed on the keyboard is mapped to pitch using the modulation system by default.
However, unlike in many other synthesizers, this mapping is not hardcoded. This gives
users the freedom to explore beyond the constraints of the Western musical system with
its 12 semitones per octave. For instance, the modulation amount between key and pitch
could be halved to support musical systems with 24 semitones per octave, as used in other
cultures. Moreover, the key does not have to control pitch. It could be mapped to entirely
different parameters, such as the position of the path of interest. This flexibility aligns
with the broader goal of finding new ways to enhance interactivity.
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9. Technical Implementation as an Audio
Plugin

The functionality of the implementation is directly based on the conceptual descriptions
of chapter 8. This chapter presents the code architecture, logical details of the central
components and necessary optimisations to guarantee error-free audio signal generation
and the real-time capability specified as a design decision (see section 3.3). Another de-
cision is the realisation as an audio plugin for DAWs (Digital Audio Workstations), i.e. a
software application that has to conform to API standards to be correctly loaded into the
workstations. Inside a DAW, an audio plugin can be used to play live with a keyboard,
but also for recording or using existing MIDI tracks as input for playback.

QSynth2 builds upon the open-source framework JUCE'. The framework offers direct
compilation into different audio plugin formats, with configurable options for specific types
of plugins; QSynth2 is a synthesizer, which takes MIDI input and returns audio output.
JUCE code can be compiled across operating systems and it is compatible with a wide range
of available DAWs. The choice to use JUCE arises from the experience with “Qsynthi”
[FM23], where is enables the successful implementation of simulation and sonification. This
and other work like [Mit+420] show attainability and performance in the envisioned context.
Additionally, JUCEF is free to use for educational purposes. JUCE is implemented in C++,
which also dictates that QSynth2 is programmed in this language. C++ has a lot of ways to
optimise programmes for speed, which is important for the audio processor (see section 9.1)
and especially the simulation (see section 9.2) to run in real-time.

09.1. Concurrent Architecture

During runtime audio plugin consists of three parallel threads that control the logic of
QSynth2: The simulation thread provides the simulation data for further processing.
The audio thread produces the audio output by applying modulation and sonifying the
data. The frontend thread updates the GUI simulation display and the plugin param-
eters. Figure 9.1 shows these parts and their connection with the data shared between
them. The core loop of the plugin is shown under “audio thread” in Figure 9.1. This
is the function processBlock in the audio processor, the central instance of the plugin.
processBlock is called by JUCE and must return a requested number of audio samples
(a “block” of samples, also called “audio block”), i.e. a short snippet of the audio output
of @QSynth2. To supply these samples, the modulation, simulation and sonification must

"https://github.com/juce-framework/JUCE
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Figure 9.1.: Overview of the concurrent logic and the data transfer between threads. Here,
m is the amount of simulation frames (i.e. states of the simulation space at a
certain time) needed to generate the requested k audio samples. The buffer size
n is an internal parameter. The simulation thread (green) is a custom addition,
while the others (blue) are pre-defined and governed by the framework JUCE.

be computed within a tight time interval. Details of their individual logic are described in
the following sections.

As the simulation needs the most computing time it runs independently from the core loop
in the simulation thread. The latter calls the simulation class, that calculates discrete time
steps of the simulation (see Listing C.1), and stores each resulting simulation frame in a
“frame buffer”. A frame is a single 2D vector ¢:(x,y) (see section 5.1) with a fixed size,
containing the state of the simulation space, which is also discrete in the implementation,
at a fixed time t. From processBlock, the number of frames needed is fetched from the
frame buffer, secured by multi-threading locks to prevent simultaneous access from the
simulation thread. Fetched frames are removed from the buffer, and the simulation thread
continues to refill it as fast as possible to provide the next states. The buffer size must
be set to a value that balances availability of frames for the audio thread and latency of
the simulation. If the buffer is too large, the simulation responds very late to parameter
changes, since they don’t affect already buffered frames. With the fetched frames, the
sonification is calculated in the audio thread. The audio processor processes MIDI events
to trigger notes being played and update the modulations (see section 9.4).

The simulation and parameters are displayed from the frontend thread, which is managed
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by JUCE. This thread responds to parameter changes made by the user and stores the
updated parameter values. These are thread-safe, as they are built upon the JUCFE-internal
parameter classes. This makes its transmission between threads simpler and faster, as no
synchronisation with locks is needed. The audio thread accesses the parameter values,
where the modulation is processed based on the MIDI signal and internal modulation
sources, that have to be synchronised with the audio. The resulting modulated parameter
values for the simulation are then stored in separate thread save memory for the simulation
thread to access. The simulation frame to be displayed is also updated in the audio thread,
which passes it from the frame buffer to the front-end thread. This ensures that the latest
frame used for sonification is displayed synchronously with the audio playback.

The frame buffering by a separate thread is a software design decision that arises from an
inherent limitation in the audio thread. In theory, the needed frames could be calculated
synchronously in processBlock. However, that function has a limited computation time in
practice (referred to as the “block time” from here). As the audio signal is calculated in real
time the output must be an uninterrupted stream of samples, else there would be audible
cut-offs. JUCFE requests a block of samples, as mentioned above. While one block is played
back, the next one has to be calculated and ready before the playback of the previous block
ends. This limits the total processing time to the playtime of one block, which is defined
%. This total processing includes processBlock, but also JUCE-
internal and DAW-related logic as well as necessary overhead for the audio output of the
operating system. Measurements showed that on good machines processBlock had about
60-70 % of the block time to work with, on worse machines or with other plugins running
this is expected to be significantly less. QSynth2 has no control over the block size or the
sample rate, which are set by the DAW . Thus, it must function with different reduced
block times, which are usually set to be very small, because larger block sizes lead to more
delay for the audio output. Everything in the audio thread must fit in the reduced block
time, this includes sonification, modulation, and the quantum simulation time evolution.

as block time =

The simulation can only compute a limited number of simulation frames per audio block.
Even with performance optimisations (see section 9.2), it is often not possible to process
more than one simulation frame reliably within the reduced block time. In many cases,
multiple frames need to be generated within a single block, particularly when the user
increases simulation accuracy, which dictates the number of required simulation frames per
second. High accuracy is crucial for setups involving interference phenomena, such as the
double-slit experiment, or for live manipulations of the simulation (see section 5.3). Addi-
tionally, as the simulation speed is increased, even more simulation frames are required to
keep the accuracy constant. These circumstances necessitate a concurrent solution. Run-
ning the simulation in its own thread allows both the simulation and the audio thread to
proceed without interruptions. In this setup, the simulation receives more computation
time and margin by a using buffer size independent of the audio buffer. Furthermore,
by placing the simulation in a separate thread, the audio thread can check whether the
simulation thread has provided enough frames on time. If not, the audio thread can react
by adjusting its processing, such as slowing the sonified simulation speed and stretching
the available frames to cover the entire audio block. This approach not only grants the
simulation additional computation time, enabling the real-time capability of the simula-
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tion in the first place, but also allows the audio thread react by adjusting its processing.
Consequently, short-term shortages of simulation frames will not cause any audio cut-offs
and will only result in a tiny, short-term slowdown of the simulation.

9.2. Simulation Performance

In addition to the parallel execution, the simulation itself must also be optimised in order
to work in real-time and provide frames fast enough for the audio processor. The steps
taken to achieve the necessary performance are laid out in this section. The relevant code
snippet that is referred to can be found in Appendix C (Listing C.1).

The simulation logic is contained in a class QuantumSimulation, a part of which is shown
in Listing C.1. This class is instantiated once during the runtime, because most parameters
and states are dynamic and can be reset. Only the size of the simulation space is fixed.
WIDTH and HEIGHT are set to 128, to achieve a balance between good spatial resolution and
performance. All calculations must be done on n? = 128-128 = 16384 values, and arrays of
size 16384 - 16 B &~ 262 kB must be stored at least once. Increasing the size further carries
the risk that QSynth2 only runs on high-end hardware, which is against the goal to make
it easily accessible (see section 3.2).

The essential function to optimise is the one that calculates the time evolution of the
quantum wave function, as it is called continuously and contains the most performance-
intensive operations. In Listing C.1, this is calculateNextPhi (Il. 29-52). It advances
the simulation state ¢.(z,y), here written as phi, by a given At, here timestep. This
time step is the only parameter of the function, all other parameters are not calculated in
each call. The time evolution calculation is an implementation of Equation 5.18. It applies
the potential multiplication, FFT, momentum multiplication and inverse FFT sequentially
(Listing C.1, 1. 35-46). Additionally, there is a correction calculation which removes
probability density on fields where the barrier is placed (1. 49). When users change the
simulation speed or move the barrier, probability density can accumulate “behind” the
barrier, which introduces errors in subsequent time steps. This correction as well as small
inaccuracies over time lead to a shift of the total probability in the space, which is fixed
by a normalisation to an integral of 1 over the whole simulation space (1. 51). These
measures ensure that no errors occur over time or when users change the speed or other
parameters while the simulation is running. However, they cannot fix inaccuracies caused
by timestep being too large. calculateNextPhi must be called often enough with small
timestep values to be accurate.

To ensure that calculateNextPhi has a short runtime, the contained multiplications are
optimised by pre-calculating as much as possible outside of the function. The potential
multiplication is ¢;(z,y) - e *V(@¥ AL (see Equation 5.18). Here, V(z,y) only changes
when the user adjusts a parameter related to it. Otherwise, the same array can be reused
in every function call. Thus, in the function scope of calculateNextPhi, Py = —i V (z,y)
is a constant term that can be pre-calculated. Translated to code, the calculation in the
function becomes phi *= exp(potentialPrecalculation * timestep) (l. 35), where
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potentialPrecalculation is Pyy. The number of calculation operations in this code line
is reduced from four (see formula above) to three. A further reduction by splitting the
term into (efV)A! and pre-calculating eV has been tested, but it introduces significant
inaccuracies into the simulation, possibly due to the additional use of the power function
pow to exponentiate eV by At.

—i(R3+k) At can be handled analogously, with the addition that

The momentum part e
—i (k24k2)

(k2 + k:Z) is constant throughout the programme’s runtime, so the term Pr = e
is calculated just once at the start. The momentum multiplication in calculateNextPhi
is then also applied with only three calculations, this time to the Fourier-transformed
¢¢(x,y): PhiFFT *= exp(momentumPrecalculation * timestep) (. 42), where momen-
tumPrecalculation is Pr. While potential and momentum are originally real-valued ar-
rays, they also need to be of type ComplexArray2D when multiplied with the imaginary
number ¢ in the pre-calculation. With the pre-calculations, the total computation time of
calculateNextPhi is reduced by approx. 20% in tests.

Two external libraries are used to further optimise the simulation calculations, while main-
taining clean and readable code. The Eigen? library is used for all 2D array (element-
wise) calculations. It applies vectorisation and other optimisations to speed up large
amounts of similar operations. With the typedef keyword of C++, a clearly readable
type ComplexArray2D is created (1. 6) to be used in the code. PocketFFT? is used to
apply the FFTs (1l. 38-39, 45-46). It uses a special algorithm for powers of two that has a
faster runtime. This is one reason why the simulation is implemented with a grid resolution
of 128 x 128 (see Figure 5.4). PocketFFT is also the standard FFT implementation of the
well-known python package NumPy [Dev19].

As seen in Listing C.1, the arrays (Il. 12-16) are defined as class members that are used
in calculateNextPhi. Figen allocates them on the heap and works on that memory for
subsequent calculations. PocketFFT can also work with that memory when performing
the Fourier transforms. The libraries use the same (standard C) representation of arrays in
memory. This is a big performance benefit, since re-allocation is very expensive.

The simulation should be able to run backwards as introduced in section 8.3. To achieve
this, a second buffer besides the one mentioned in section 9.1 is used. This “history buffer”
stores all calculated frames of the past n seconds (user parameter). The timeline displayed
in Figure 9.2 shows four frames that are stored in the history buffer. When the simulation
speed parameter changes to negative values, the next frame is requested with a negative At.
This time step is calculated by searching the closest preceding frame to the requested one
in the history buffer (see Figure 9.2, Step 1), and then performing a time step forward by
the remaining time difference (see Figure 9.2, Step 2). The resulting frame is a temporary
frame, it is not stored in the history buffer for further calculations. Further frame requests
with negative At are also handled as described above. This guarantees that no more frames
need to be calculated for negative simulation speeds than for positive speeds, a maximum
of 1 frame per request. Frames in the history buffer that lie in the “future” of the requested

’https://eigen.tuxfamily.org
3https://github.com/mreineck/pocketfft
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frame are deleted. This is a design choice made to enable going backwards in time, changing
parameters, and then evolve forward normally instead of using the stored frames.

Requested
Frame 1 Frame 2 Frame Frame 3 Frame 4
—e ® ® ® i i i
R p R Simulation Time
Step 1 Step 2

‘e Iy
.
......
---------

Figure 9.2.: Algorithm for calculating a simulation frame backwards in time. Step 1 is a
search operation on the saved past frames, step 2 is a partial time step forward
to reach the desired state.

9.3. Sonification

To respond to notes played on the MIDI keyboard and start the sound synthesis accordingly,
the MPESynthesiser class by JUCF is used. Typically, synthesizers have a specific number
of voices, each capable of synthesising the sound of one note at a time. Upon launch of the
plugin, objects of the Voice class are created and passed to the MPESynthesiser instance.
When a note is pressed, the MPESynthesiser assigns a Voice instance to that note and
provides it with all necessary information, such as the pitch. The assigned Voice then
manages all the required steps to generate the audio samples for the note being played.

Based on the chosen sonification method, the sonification process is initiated. Similar to
the separation of dimension reduction and sonification approaches described in chapter 6,
an intermediate representation is used to sample the simulation data. This is done by a
Scanner object that accesses the simulation data along the user-chosen path of interest and
performs interpolation both in time and space to avoid sound artefacts in later processing
steps. On the resulting data, a Sonification object defines which data it requires from
the path of interest and how this data should be processed to produce sound.

Since Figen arrays are already extensively used in the codebase and offer efficient mathe-
matical operations, they are employed here as well. The Sonification object is requested
to provide a 1D Figen array of audio samples to return to the synthesizer for each audio
block. However, different sonification methods require data of varying dimensionalities to
generate sound. Audification requires one simulation value per audio sample, a 1D array,
while timbre mapping requires one simulation value per overtone per audio sample, a 2D
array. Normally, such differently dimensional data would not be handled by a single return
type of a Scanner function. However, Eigen provides flexible views on arrays, allowing a
2D array to be viewed as a 1D array and vice versa. This makes it possible to use a 2D
array as the return type, which can be viewed as a 1D array for the audification.
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To retrieve the simulation values, the Scanner interpolates the data to obtain values at
the exact points in time and space. With the (2+1)-dimensional simulation data, the
interpolation must happen in all three dimensions, using (n, xn, xn;) as the nearest data
points to interpolate in each dimension. Spatial interpolation is needed because the number
of discrete points is not enough for the common audio sampling rates (see section 2.2). The
path of interest can also be diagonal or circular, requiring data from locations that lie in
between the available points. Interpolation in time enables smooth audio independent of
the data’s temporal resolution. It is done in the same manner, but between the values of
multiple simulation frames.

Different interpolation methods are selected based on the specific sonification methods.
Audification requires highly accurate interpolated values with no sharp edges, as they
are used directly as the audio signal, and even tiny errors can lead to audible artefacts.
Therefore, tri-cubic interpolation is used for audification, as it provides a good balance
between accuracy and size of the sampled area (4x4x4). Furthermore, this ensures that
not only the signal is continuous, but also its derivative, meaning the resulting signal is
smooth and free from “corners” that would otherwise introduce audible artefacts [LEO05, p.
462].

In contrast, timbre mapping does not require as precise values because the simulation
values are interpreted as the intensities of harmonics. However, it demands far more data
points since all harmonics must be synthesised and calculated, resulting in significantly
higher performance requirements. For this reason, tri-linear interpolation is used for timbre
mapping. While less precise, it requires eight times fewer simulation values to be sampled
(2x2x2), making it more computationally efficient than tri-cubic interpolation?.

9.4. Modulation

The modulation system processes the modulations based on MIDI input and the raw param-
eter values set by the sliders in the GUI. Building on the concepts introduced in chapter 7,
three main challenges arise for the implementation:

1. Modulations must be dynamically set up during runtime using the plugin parameters.

2. The evaluation order must be determined for the complex dependencies introduced
e.g. by nested modulations.

3. Although the modulation structure is defined globally for the plugin, the modulations
must be applied individually to each note.

The solution to the first challenge is already hinted at in section 8.3 and the screenshot of
the plugin in Figure 8.2: The modulation attributes are translated into plugin parameters.
The modulation target is a list of all floating-point parameters of the plugin, while the

4Both interpolation methods are very well explained here: https://paulbourke.net/miscellaneous/
interpolation/. Accessed: 2024-09-23.
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modulation source is a list of all MIDI modulation sources, such as the MPE keyboard di-
mensions, along with internal modulation sources like envelopes. The modulation amount
is a floating-point parameter, which itself can be the modulation target of another mod-
ulation, allowing for nested modulations. A combination of these three elements is called
a modulation slot. Since plugin parameters must be defined at the start of the plugin,
the number of modulation slots is set to a sufficiently large value to support practically all
modulation setups.

The second challenge is the most complex one. It is important to note that, while the raw
parameters are updated only once per audio block by JUCE, the modulated parameter
values must be evaluated for every audio sample, rather than once per block. This is
necessary because abrupt changes in parameter values, caused by block-based evaluation,
would lead to audible artefacts, especially when the parameters are modulated by time-
based sources such as envelopes. To prevent this, a list of values is calculated, with one
value for each requested audio sample. The same principle applies to modulation sources,
which must also be updated at the audio sample rate to smooth out the stepped nature of
MIDI signals.

The modulations are evaluated in three steps. In the first two steps, the modulation
sources and their required parameters are evaluated before any audio processing begins. In
the third step, during the actual audio processing, the parameters and their modulations
are evaluated on demand when a parameter value is requested for the audio processing.
These three steps are required because the parameter values are retrieved in three different
contexts, as shown in Figure 9.3. Note that these three contexts translate directly to the
three evaluation steps.

1. For the processing of a internal modulation source, like an envelope. As the timings
of the envelope can be adjusted by a parameter, the parameter values have to be
evaluated before the resulting modulation source value can be evaluated.

2. For audio processing after all modulation sources have been evaluated.
3. For evaluating the modulation of another parameter.

A static order, where modulation sources are evaluated first and then all parameters in
sequence, would be the simplest approach for evaluating modulations. However, this is not
realisable, as some parameters are required for the processing of the modulation sources,
such as the timing parameters of an envelope. These parameters may themselves be modu-
lated by sources that also need to be evaluated beforehand. Figure 9.4 illustrates a complex
modulation setup that is explained in the following paragraphs. This scenario contains all
the problematic cases that need to be solved for the implementation.

As indicated by the colours in Figure 9.4, there are two types of modulation sources. The
MIDI modulation sources, marked in green, can be evaluated using only the incoming MIDI
signal. Therefore, these are evaluated in step one. In step two, the internal modulation
sources, in this case only the envelope, are evaluated. They require not only MIDI inputs,
but also other parameters to be evaluated beforehand. As these may already be affected
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1. Required for Modulation source

Attack time :{)[ Envelope ]

Legend:
2. Required for Audio processing Q Modulation source
Parameter Modulation target
—>» Modulation
3. Required for Modulation = “Pﬂi?:;fg; USZGUC:CZV
[ Modulation source j Modulation target

Modulation amount J

Figure 9.3.: The three contexts in which parameter values are required. The relevant pa-
rameter is shown in black and white, while the other directly related nodes are
shown in grey. Note that in context 3, the modulation arrow goes through the
modulation amount parameter, as it is part of the modulation.

by modulations that require values from the MIDI modulation sources, their calculation
must be done in this separate step. All nodes evaluated in step 2 are shown in blue.

Once all the modulation sources have been evaluated, the audio processing begins, which is
usually where most of the parameters are required. In Figure 9.4, the parameters evaluated
during audio processing are marked in orange. In this example, only one parameter is
required by the audio processing, the filter cutoff frequency. Since this is the target of
a modulation, modulation amount 2 must first be evaluated. This represents the third
context where parameters are evaluated. In addition, modulation amount 2 is in turn
modulated by modulation amount 3.

The resulting evaluation order, defined by the modulations at runtime, is: first modulation
amount 3, then modulation amount 2, and finally the filter cutoff frequency. It would be
reasonable to assume at compile time that the modulation amounts are always evaluated
before the other parameters. However, the internal order of the modulation amounts is
not clear at this point. For example, the user could set up the modulations the other
way round, so that modulation amount 2 would be evaluated before modulation amount 3.
Note that this third context can occur not only during audio processing (orange), but also
during the evaluation of modulation sources (blue), which complicates things further.

The on-demand evaluation approach solves these problems by allowing each parameter to
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MIDI Modulation source 1
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Figure 9.4.: A complex modulation setup in which all three contexts in which parameter
values are required are present. Nodes of the same colour are evaluated in one
step: First green nodes, as they only require MIDI input, then blue nodes,
as they may require values from green nodes, and finally orange nodes during
audio processing, as they may require values from both blue and green nodes.

request the evaluation of all the parameters it depends on. When a parameter is requested
at the end of a modulation chain, the evaluation is triggered recursively, as each node
contains references to the other nodes it requires. Since cyclic modulations are not allowed
(see section 7.4), this form of lazy evaluation works.

This raises the question: “Why are modulation sources evaluated in a separate step if their
evaluation could also be triggered on demand?” To answer this question, it is necessary
to understand what enables the on-demand evaluation in the first place. This is possible
because parameters are stateless, requiring only the values provided by the DAW and
incoming modulations to return their list of values for the current audio block. However,
modulation sources such as envelopes are mutable and need to store information about
their state between audio blocks. Because their processing is time-based, accurate timing
is crucial. To accurately calculate their time evolution, they rely on receiving a single
evaluation request per audio block. Unlike modulation amounts, which are tied to a single
modulation, modulation sources can be used by multiple modulations, such as a single
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envelope modulating the volume and a filter frequency. If they were evaluated on demand,
the evaluation would be triggered multiple times within the same audio block, causing them
to propagate the duration of multiple audio blocks in a single block. As this would lead
them to fall out of sync with the audio processing, modulation sources are evaluated in a
separate step. Their values for the current audio block are then stored and later retrieved
by the modulations that require them.

With the second challenge resolved, this leaves the third one. While the raw parameter
values and the modulation structure (which can be thought of as the formula to calculate
the modulated parameter value) are consistently defined once for the entire plugin, the
modulations must be applied individually to single notes. This is required since modu-
lation sources, such as MPE dimensions and envelopes, have individual values for each
played note. The requirement is solved by the ModulatedParameter class, which is in-
stantiated once for each parameter and holds references to the incoming modulations.
This class is also responsible for resolving the evaluation order of modulations. When the
ModulatedParameter’s values are requested for a specific note, a set of the note’s cur-
rent modulation source values, referred to as modulationData, is provided. However, the
modulationData may be incomplete if not all modulation sources have been evaluated yet,
such as in the case of envelope timings. To apply the modulation, the ModulatedParameter
object accesses the available modulation source values in modulationData. If nested mod-
ulations are present, the modulationData of the note is passed recursively, ensuring that
all necessary information is provided for modulations at deeper layers.

This design allows for flexible and dynamic modulation while maintaining the necessary
precision for audio processing, ensuring smooth transitions and avoiding artefacts in the
sound.

9.5. Component Modularity

As stated in section 3.2, an anticipated application of the software is to become an extensi-
ble framework itself. For this purpose, QSynth2 is also made open-source® in order to allow
access to it. Additionally, not only this thesis, but the implementation is realised with clear
separation of the main components simulation, sonification and modulation. The separa-
tion is done using encapsulation and a clean class structure. This allows the replacement or
expansion of single classes (see below). The only dependency shared between them is the
data to process. For most data, this is implemented with a global shared data object. It
is a singleton instance accessible from all threads, that also contains the necessary locking
methods to synchronise data transfer between threads.

A method to achieve replaceability is to use inheritance and interfaces (the concept also
exists in C++, even though the keyword interface does not). This method relies on the
Liskov substitution principle, which states that a pointer to a class A can actually be a
pointer to a subclass B without breaking functionality [LW94, p. 1812]. For the simulation,

"https://github.com/arth3mis/qsynth2
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the class QuantumSimulation (subclass B) inherits the interface Simulation (class A) (see
Listing C.1, I. 1). The calling functions only work with a Simulation pointer and their
logic runs independently of the actual type of the object. This enables other simulation
classes to seamlessly work with the rest of the architecture. They only need to override the
getNextFrame function (1. 19), which is called when a new frame needs to be calculated
and returned. The frame buffering and synchronisation with the audio thread is not part
of the simulation class implementation, which further simplifies the logic inside it.

The replacement of the simulation has already been tested. A class VideoSimulation is
implemented, which allows any video to be loaded from the file system. The video frames
are supplied as the simulation frames to be sonified. The new setup works with the other
components, needing no further adjustments outside the added class. It is anticipated that
this process is similarly repeatable for the sonification and the modulation system. The
sonification might allow an even simpler approach for the end-user, by just adding functions
for different sonification methods and making them selectable in the GUI of QSynth2.
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The testing of singular features has been part of the exploratory process. Many findings and
insights are already incorporated and explained in the previous chapters due to the iterative
nature of this process. They provide reasons and show benefits for specific methods used
to build the QSynth2 concept and implementation. With a first stable combination of all
components in QSynth2 as a usable audio plugin, two qualitative interviews are conducted.
In these, the whole plugin is presented and explained to the interviewee. It is made sure
that a basic understanding exists, in order to allow later feedback to refer to specific parts
of the plugin or setup. The two interviews each delve into different aspects, tailored to the
background of the interviewees. However, since they are conducted in the context of the
project preceding this thesis, their questions and style are not derived from the systematic
approach towards the guiding question of chapter 1, but from the exploratory project
approach described in section 3.1. The interview transcripts are available in Appendix D
in a shortened form. Explanations which are already done in this thesis are omitted,
focusing on the review parts that show what insights the interviewee could gain and how
they rate the experience and potential of QSynth?2.

10.1. Interview with a Physics PhD Student

Yunxin Ye (referred to as Yunxin hereafter) is a Physics PHD student at Bielefeld Uni-
versity. She knows quantum systems and Schrédinger equation from her studies and has
worked with them, but does not do active research in this field. She also has long-term
musical experience as a piano player.

In the interview, the simulation setup is shown first. The physical concepts used are
mentioned in detail, and the sonification methods are explained from the start, since she
has no prior knowledge of sonification. The interactivity aspect is left out, to focus on the
connection between simulation and sonification for the scope of this interview. After the
briefing, different physical simulations are played in combination with both audification
and timbre mapping. Yunxin is then asked to review the sonification and put it into
relationship with the simulation, describing her perception and thoughts. Quotes from the
interview refer to the transcript in section D.1.

The sounds are a new experience to Yunxin. Her first reaction to the first sound is an
expression that it is very interesting. She mentions an immediate association with enter-
tainment and artistic purposes. It could be a musical instrument, which is a recurring
thought over the course of the interview, and also stated at the end: “Quantum electronic
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music” would be interesting and appealing. This is a good first impression with regard
to the anticipated musical application of QSynth2 (see section 3.2). Speaking from her
perspective as a physicist, Yunxin proposes more simulations with physical settings, like
advanced potential functions with a periodic structure. Since periodicity fits well with
audio creation, it could be viable to explore. For the intended simplicity of the parameters,
the addition of very complex physical functions is not feasible, though.

When comparing the two sonification approaches audification and timbre mapping (see
chapter 6), Yunxin finds the timbre mapping sonification method “more melodic” and
prefers it, while the audification is more monotone in her opinion. Still, she recognises
interesting elements contained in the audification. An important aspect is the amount
of information that can be deduced from the sound. Yunxin mainly derives information
about the quantum system from pitch/frequency, not from other sound features. She is
able to trace the location of the wave with timbre mapping. In the double slit setup (see
Video example 6.4), she mentions that there is a symmetry in the sound and connects it
to the wave being more evenly spread out in the simulation. Yunxin says that for her,
the timbre mapping contains more information. This might be due to its “more melodic”
nature. Since the overtones are ordered in harmonics that especially musicians are used
to hearing, no “disturbing” audio is created and the focus can stay on the intensity of the
different tone pitches.

However, this “disturbing” audio also contains information. In the audification of the
double slit experiment (see Video example 6.1), Yunxin notices the “sharp” sound which
indicates that the barrier is crossed. There, the probability distribution forms patterns
with many peaks and troughs, which becomes distinctly audible in the audification. She
recognises sound features like this, but does not actively categorise them as information
gained about the system when asked later. This shows that without experience or learning
time it is more difficult to interpret certain features of the sound created with audification.
timbre mapping may have a more intuitive quality for a musician and physicist, because
they often work with pitch and frequencies.

Yunxin is confident that the unique combination of components in QSynth2 can be moti-
vating in a learning process. “If I had this when I learned quantum mechanics, I would be
even more interested in it”. She also thinks it may be useful for teaching. She adds that it
could be beneficial to implement classical equations for comparison, to see differences in the
behaviour of quantum and non-quantum systems. While this might add to the educational
value, it means being exposed to more simulations, which could make beginners lose track
of the system. In its current concept, @Synth2 has qualities favourable for beginners as well
as advanced users. Yunxin sees potential from both a motivation standpoint and an insight
gaining standpoint. Beginners can experience the system through sound and be motivated
to engage with it as well as the underlying concepts. These include quantum physics,
but also computer music aspects (as mentioned by Bob Sturm, see chapter 4). Advanced
users can gain insights from hearing the audio, because they already have knowledge about
the sound characteristics and can distinguish features within the audio. This is a good
and important quality of the used sonification methods, which is further supported by the
interactivity of the system.
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10.2. Interview with a Sonification Expert

Another important point is brought up in the demonstration of the quantum tunnelling
with timbre mapping (see Video example 10.1). The simulation speed is not increased in
this example, but the barrier causes a reflection of the wave, so it returns to the in half the
time compared to the harmonic oscillator (see Video example 6.3). This causes the base
frequency of the timbre mapping to recur in half the time, resulting in the perception of a
faster rhythm. Yunxin’s immediate reaction is that this sonification is more “catchy and
easy to grasp”. This is an advantage that audio has over video: A lot of information in a
short time can be processed faster (see also section 8.2). Distinct features are noticed more
easily, while the eye must analyse a picture sequentially. The sound of high-speed simula-
tions stays in the short-term memory, and exploring it might reveal interesting connections
and characteristics that are not apparent through the visualisation.

Yunxin expresses good points regarding the combined display form (audio and visual).
“When you do combine [video and| sound together, it does help you to visualise the graph
in a better way and in turn the graph also helps you with the understanding of the audio.”.
This is essential to the envisioned concept and the guiding question. To test the difference
in perception, the video and audio are also presented without their counterpart. Seeing
only the video, Yunxin describes it as “more peaceful”. The sound feels a bit “disturbing” to
her at this stage. While only listening to the audio as a variant of the first demonstration,
she thinks it sounds better than before. She explains it by saying that the video can divert
attention away from the sonification, and this musical qualities as well as information in the
sound may be overheard. A likely conclusion is that a period of familiarisation is necessary
until simultaneous processing of video and audio in this context is possible. The benefit
of the combined display is that single aspects can be picked out and focused on at will,
allowing for individual user choices of how to perceive the system. Disabling one display
or the other temporarily might help in the process of learning to purposefully direct one’s
attention.

10.2. Interview with a Sonification Expert

Gregory Kramer (referred to as Greg hereafter) is a founder and long-term member of
the sonification scene. He worked on establishment of Auditory Display scene and is the
organiser of the first ICAD (International Conference on Auditory Display). He has been
the first ICAD President 1992 to 1997 [Dis23]. Before that, he started the Electronic
Art Ensemble, one of the first existing synthesizer music groups [Kra23]. Today, he is
still a performing artist and a meditation teacher. There are many publications on the
fundamentals of sonification that he has authored or co-authored. He coined the term
audification for the technique also used in QSynth2 (see section 6.3).

The interview takes place after multiple sessions of exploration over a period of three
days. Greg shares the points that he sees as relevant, which is a valuable perspective.
There is no sequential list of questions, the format is free, in the style of the preceding
sessions. There, Greg played QSynth2. He has experience with MPE controls, as well
as knowledge of sonification and modulation systems. This enables free exploration that
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yield insightful results by showing how he handles the synthesizer, and what he focuses
on. Different simulation setups, both physical and “unphysical”, are tested. Since Greg
has no background in physics, there is no bias regarding expectations of the simulation.
Both sonification methods and different mappings of MPE parameters in the modulation
system are used. Still, only a fraction of the possible setups is tried in the exploration,
leaving much room for further testing. Quotes from the interview refer to the transcript in
section D.2.

Greg states that QSynth2 is “quite nice” to play. This is already a valuable compliment,
given his experience and background. However, it is not the first reaction. Before the
interview, in the first session, he has found the produced sounds to be just “mildly inter-
esting”. So the sound quality can vary a lot depending on the parameter settings. With
more parameter tweaks and less physically faithful simulations, the sounds become “much
richer, more playable” to him. He also considers a performance with QSynth?2, using the
visualisation as well, which he usually doesn’t do, but the “visuals are interesting enough”.
These are positive points towards the application as a musical instrument. In section 3.2,
the musical appeal is aimed at without needing justification through the quantum origin.
This is further discussed in chapter 4, in the context of Bob Sturm’s work. Greg explicitly
states that the sounds alone are interesting, referring to their independent potential.

Greg mentions that QSynth2 needs to be played a lot to discover its possibilities. This
implies they cannot be found easily from scratch, especially when there is no refined balance
of the control parameters. While Greg said he “did want more control than [he] had”, the
parameters must not be overwhelming or else the plugin is unusable. This leads to the
requirement of a well-designed GUI that allows deliberate tweaking of plugin setups. To
solve the underlying issue of users not discovering the plugin’s possibilities, presets can be
implemented. Users should get to know different aspects of Qsynth?2, i.e. initial simulation
states, special sonification parameters and various modulation connections. Especially the
latter are hard to tweak to achieve responsive and well playable setups, so presets can
enable a lot for QSynth2.

A valuable part of the exploration with Greg are the ideas developed during the sessions.
This is why the interviews are great as a part of the development process, because they
produce possibly foundational ideas that are overlooked without an external perspective.
Greg suggests thinking about other approaches than a straight line as the path of interest for
sonifying the simulation (calling them “sonic probes” because they probe the simulation).
He relates it to the aspect of control, stating that a line can be hard to position in the wanted
location using the MPE keyboard. Ideally, the sonification can be controlled quickly and
easily to allow navigation in the simulation, tracing interesting parts and avoiding empty
space, where no sound is produced. He proposes a circle as a first alternative, which fits
prior considerations and is implemented in @QSynth2 as seen in Video example 8.1. With
a single radius parameter, the circle can be easily adjusted to interesting parts of the
simulation, especially in a paraboloid potential, which induces a radial wave propagation
behaviour.

It becomes apparent in the exploration with Greg that over longer periods of time, the wave
spreads to the whole simulation space. Compared to the initial state of a compact wave
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packet, this is a state of high entropy. Greg expresses that a control over the entropy would
be desirable, to be able to let the wave spread multiple times without a hard simulation
reset. While no direct entropy control is possible within the simulation, this leads to
the idea of reversing the simulation time. This enables the user to “undo” a part of the
evolution. They can repeat certain time intervals to closely examine effects and get insights
into the system. Alternatively, going back in time and changing a simulation parameter can
show different outcomes from a user-chosen starting point, where especially the resulting
sound is interesting to compare. Time reversal has been implemented after the interview,
with a buffer that stores previous simulation states and loads them when needed. Evolving
the Schrédinger equation with a negative At does not yield the same result. It would still
calculate a forward evolution, just with inverted signs of momentum and potential.

These two interviews can only be seen as a preliminary study. More people are needed to be
able to put the given feedback into relation and draw better-founded conclusions. Possibly
quantitative analysis can reveal more about the potential and applicability of QSynth2.
In this qualitative approach however, many good points and insights have already been
brought up, which can be used in further studies. Expert interviews have the benefit that
the interviewee is capable of giving differentiated opinions, and they can contextualise new
information within their existing knowledge and experience.
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11. Reflection

A lot of exploration and decision-making shape the work, as well as development and
feedback iterations. The project and the thesis are closely related, so the reflection in this
chapter is largely for both parts combined. Is uses findings and argumentation from the
thesis, building on results and experience values of the project.

In the guiding question in chapter 1, various aspects are contained that are addressed
throughout the thesis. It is asked about a way to combine quantum simulation, auditory
and visual representation and interactive controls. Being accessible by a broader audience is
also connected to this. These are mostly conceptual aspects which are realised by technical
implementation. Furthermore, there are an educational and a musical aspect, i.e. insight
into quantum mechanics and interesting sounds for artistic contexts, respectively. The
different parts comprising the question are reflected upon in the following sections. A
reflection is done regarding the achievements in each aspect, using findings from the process
of the work, as well as feedback from the interviews (see chapter 10).

One goal of the project, to gain insights into the possibilities that the system in its different
combinations (see chapter 8) can bring, carries over to this thesis. By doing a systematic
elaboration on the components, their individual concept, as well as the interaction and
realisation as an audio plugin, learnings have emerged about the potentials of the system
and its applicability. These learnings are integrated in this reflection. One important
element is that the work can be abstracted to theory from the practical building blocks
that have been created in the project. A coherent conceptual design emerges from the open
and exploratory process, which is a positive outcome shown by this thesis.

11.1. Technical Aspect: Realisable, Responsive and Usable by a
Broader Audience

First, the audio plugin implementation is successful. The authors’ predecessor project
[FM23] already implemented a working audio plugin with a quantum simulation. At this
project’s inception, however, it was unclear whether the considerably more performance-
intensive 2D simulation could be facilitated in a plugin environment. After the develop-
ment, it can be said that a stable simulation system has been achieved through parallelised
processing, which allows connecting it to the audio plugin logic. Even very fast simulation
speeds are feasible without any significant inaccuracies. There are no tests on low-end
hardware at the time of writing, but with the optimisations done, the plugin should be
runnable on average devices. From the current standpoint, QSynth2 can likely reach a
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broad audience with its availability as an audio plugin. In this standardised and often
used format, it is easy to set up and numerous guides and other resources are available to
assist users. Thus, it is possible to have both easy access and the powerful capabilities that
come with integration in DAWSs, which makes it suitable for beginners and advanced users
alike.

With the Adaptive Modulation System, the MPE control becomes extremely versatile.
Thousands of navigation options through the simulation space, as well as manipulations to
the simulation and to the sonification are possible. The controls’ responsiveness varies based
on the selected modulations and their amounts. Some can feel intuitive while others may
be confusing, and need well-balanced tweaking. Greg’s feedback on playing the synthesizer
interactively with MPE provides some more details. He says it feels “quite nice” to play,
but also that he wants more control. The latter is most likely because he only used the
MPE controls and did not do the parameter tweaking and modulation setup himself. A
goal of chapter 7 is a system which is also designed for musicians, and therefore should be
quick and intuitive to set up and play. For musicians, the controls of the simulation and
sonification can be a hurdle as they differ strongly from conventional synthesizer controls.
The sound has to be manipulated in a unique way, so it has to be learned even with a
lot of prior synthesizer experience. However, this reduces the gap between musicians and
non-musicians. Users are not required to have a musical background, because a new system
and intuition for it are to be acquired.

The anticipated application as an extensible framework is stated in section 3.2. The imple-
mentation is working (see section 9.5) and it is possible to reuse the code base in different
contexts, or replace a component due to the modular implementation. This mainly opens
up the possibility to extend the contexts beyond the Schrédinger equation and quantum
mechanics, applying the proposed sonification and modulation methods in other fields.
However, different specialisations could lose some features if put into fixed interfaces that
try to maintain generality. This needs to be tested to find out to what extent the interface
implementation is desirable. However, this was not an issue for the already implemented
systems.

While extensive exploration is done in the beginning of the project, there has not been
enough room for testing and exploring towards the end. This is necessary, however, since a
lot of changes and new concepts are implemented in the current version of QQSynth2, whose
possibilities should be tested and identified. It might be that the simultaneous efforts
into three directions is too much for the limited time frame of the work: creating and
optimising the 2D quantum simulation, finding and implementing multiple sonification
methods with a lot of complementary measures to guarantee clean audio output, and
making a modulation system from scratch with custom requirements. The individual parts
could receive more attention and alternatives to compare their viability and refinement.
However, the combination of the components is shown to work, which is a key achievement
of both project and thesis.
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11.2. Educational Aspect: Insights into Quantum Mechanics

The educational application stated in section 3.2 aims to provide an easy entrance to the
complicated field of quantum physics through unique and interesting methods. How much
insight into and intuition for this quantum system can be gained is, at the time of writing,
not explored in depth or tested with people new to the field. The available simulation data
is mostly limited to wave behaviour in different boundary conditions (potentials), which is
not unique to quantum systems. Tunnelling is an important phenomenon of the quantum
world, which is also counter-intuitive at first. It might be possible to foster experience values
that are useful in the users’ further learning path of the underlying physics. Additionally,
intuition for waves is already a productive result, and it is also a very good basis for many
areas in physics, including quantum mechanics.

The sonification definitely adds value at the educational level. It offers an alternative
sensory approach, which is new to many people and can be exciting to use. Also, the aspect
of multimedia experience may be seen as beneficial, as it might cause stronger learning
effects than single-medium alternatives. This can be a motivation for beginners, which is
confirmed by Yunxin (see section 10.1). The motivation can be for both using QSynth2
more and moving to physical literature or lessons to learn about the Schrodinger equation
and other quantum phenomena. Users who play QSynth2 a lot, or have advanced knowledge
in sonification, might gain better insights into the wave behaviour from the produced
sounds. Possible insights are not limited to quantum systems, however. With the amount
of elements combined in @QSynth2, it could also be educational in sonmification aspects,
for learning to interpret auditory information, or investigating alternative approaches to
computer music.

11.3. Musical Aspect: Interesting and Musically Useful Sounds
and Software

QSynth2 should be a musical instrument, as stated in section 3.2. Tonal sonification is
the key component for the anticipated form of musicality, as it allows being played on
a keyboard with distinct pitches as a basis. The sonification can only be viable when
simulation and interactivity also do their part in making interesting and appealing sounds.
This can be achieved according to Greg, the sounds are rich and interesting for some setups
(see section 10.2). Greg is also sees potential to do performances with both the audio and
the visualisation of QSynth?2.

Based on the elaborations in this thesis, @Synth2 can be seen as a musical instrument. It
allows deliberate sound creation and manipulation, which is reproducible and not random.
It can be learned and controlled with various degrees of skill. Also, there is great versatility
since each modulation combination offers unique ways of playing. Even with a stationary,
straight line as the path of interest and within the same simulation setup, completely
different sounds can be achieved, as shown in Video example 11.1 and Video example 11.2.
There, only a change in the simulation speed parameter and the played notes determine
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the difference in the resulting sound. With more parameter changes and modulations,
a vast range of possibilities is opened up beyond this, which is very powerful, but also
requires boundaries for users in order not to feel overwhelming to set up. Furthermore, the
refinement under musical aspects is not complete at the time of writing. Musical features
such as support for a sustain pedal are missing. The stability and reliability are not tested
in-depth, which is a crucial part especially for a live performance. In the video examples
above, some audio issues (clicking noises) can also be heard.

11.4. OQOutlook

There are many aspects that are suitable for future work. First, presets should be developed
to assist users in using QSynth?2 to its fullest potential. The abundance of parameters can
overwhelm users, leaving them without clear reference points (see section 10.2). Introducing
preset configurations could anchor users and guide them through more intuitive sound
design processes.

Another potential area of exploration is conducting tests using only audio or video, specif-
ically to evaluate how attention and focus shift when the visual element is removed (see
section 10.1). This may yield insightful results regarding the perception of “quantum
sound” without the accompanying visual stimuli. However, while it may provide valuable
data for sonmification review, separating the two mediums might detract from the intended
synergy between sound and visuals.

Beyond quantum simulations, there is potential for extending the software to simulate other
physical phenomena, such as water or sound waves. This could broaden the application’s
scope, attracting users from diverse fields.

Additionally, as mentioned in section 9.1, performance limitations have been identified in
edge cases. To address this, two plugin processing modes should be distinguished: real-
time usage and so-called offline rendering, where a time series of inputs is processed into an
audio track. For real-time application, the current solution of reusing the latest simulation
frame to avoid audio glitches has already been implemented. A more refined approach
would involve slowing down the simulation to stretch multiple available frames across the
audio block, to avoid the creation of static sounds.

For future studies, it may also be beneficial to evaluate each part of the system — simula-
tion, sonification, and interaction elements — separately to fully understand their individual
contributions to the overall experience, as well as further possibilities related to indepen-
dent.

Lastly, creating a finished graphical user interface (GUI) will be key. For example, reduc-
ing the overload of raw parameters by introducing a sandbox-like drag-and-drop area for
building and manipulating simulations could make the software easy to use as intended
(see section 3.2).
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11.4. Outlook

The various elements that are combined in QSynth2 offer a lot of potential for experimen-
tation, expansion and more in-depth studies.
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C. Code Snippet: Quantum Simulation
Evolution

Listing C.1: Quantum simulation time evolution calculation

class QuantumSimulation : public Simulation {

/...

typedef std::complex<double> ComplexNumber;

typedef Eigen::

// size of the

ArrayXX<ComplexNumber> ComplexArray2D;

simulation space

const int WIDTH;
const int HEIGHT;

// arrays with
ComplexArray2D
ComplexArray2D
ComplexArray2D
ComplexArray2D
ComplexArray2D

public:
ComplexArray2D

a size of [WIDTH] [HEIGHT]
phi;

phiFFT;
momentumPrecalculation;
potentialPrecalculation;
barrierPotentialMask;

getNextFrame (double timestep) override {

// evolve the current simulation state by the given timestep
calculateNextPhi(timestep);

// return a copy of the new simulation state
return ComplexArray2D(phi);

}

// time evolution
void calculateNextPhi(double timestep) {
static const pocketfft::stride_t stride{
(HEIGHT * sizeof (ComplexNumber)), sizeof (ComplexNumber) };
static const pocketfft::shape_t shape{ WIDTH, HEIGHT };

// potential part
phi *= Eigen::exp(potentialPrecalculation * timestep);

// FFT (to

pocketfft::

momentum space)
c2c(shape, stride, stride, { 0, 1 },

Time
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true, phi.data(), phiFFT.data(), 1.0 / std::sqrt(WIDTH * HEIGHT));

// momentum part
phiFFT *= Eigen::exp(momentumPrecalculation * timestep);

// inverse FFT (to position space)
pocketfft::c2c(shape, stride, stride, { 0, 1 },
false, phiFFT.data(), phi.data(), 1.0 / std::sqrt(WIDTH * HEIGHT));

// set O behind barrier
phi *= barrierPotentialMask;

// normalise
phi = phi / std::sqrt(phi.abs() .square().sum());

//
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D.1. Yunxin Ye, Physics PhD Student (Date: 2024/06/20)

]

[Video example 6.1 — Simulation: Double slit, Sonification method: Audification]
Jannis Miiller: What are your first thoughts when hearing this?

Yunxin Ye: I think it is really cool. So, I don’t know whether it can have, like, a practical
purpose, but for entertainment purposes it would be very interesting. Yeah, they can use it
to make music, and it would be quite interesting to make some electronic music or techno
music with this kind of technique. I mean, no one has probably done this before. But yeah,
other than that, for practical purposes, I don’t know.

Jannis Miiller: And is there anything in particular which caught your attention on the
sound, like, what was it?

Yunxin Ye: The sharp sound when the barrier is passed is certainly very interesting.

Jannis Miiller: There are many things to listen for. Maybe two things are: The repetition
of sound patterns due to the multiple passes through the barrier. But also, there’s a steady
tone. And both of these change over time. Let’s hear it again.

Yunxin Ye: I hear it, there are, like, two layers that get together, right?

]

Jannis Miiller: And now for the connection between the visuals and the sound. Is there
anything you immediately connected or things that you see there aren’t audible, or vice
versa?

Yunxin Ye: I mean, when you play them together it does look like they fit really well
together. But for example, if you show someone only this video, they think it looks more
like a stone in water, where you have a wave behaviour on the surface of water. You usually
wouldn’t necessarily think of sound, but then when you do combine the sound together, it
does help you to visualise the graph in a better way and in turn the graph also helps you
with the understanding of the audio.

Jannis Miiller: Maybe we do an experiment. I'll turn the sound off for now, and then we
just look at it and turn the sound on again. Let us know if it changes your perception of
the system. You can play on the keyboard yourself, go ahead. [...] OK. And now again
with sound. [...] How was your perception different? Was it different at all?
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Yunxin Ye: I think — To be honest, when there is no sound, it feels more peaceful. With
the sound, it is slightly disturbed in some way, because like the sound is not very harmonic,
but the picture is very harmonic. Yes, but I think maybe some other people will think the
sound is very harmonic. It’s just my own perspective. I don’t particularly like this sort of
music, I'm more of a melodic music person and this is not particularly melodic.

Jannis Miiller: Did you focus on other things when you hear it compared to only seeing it?
Or do things catch your attention with the sound and not maybe with the visuals?

Yunxin Ye: Yeah. So, with the sound it’s enhanced, like, it’s much more intense. That’s
why I think when there is no sound it is more “peaceful” and feels smooth.

Arthur Freye: Let’s try it without visuals, just listening to the sound. [...]

Yunxin Ye: Now, I think it becomes different, because now you feel more musical without
the visuals. When you have the video with it, it can split or divert your attention on seeing
the picture and then you might not focus too much on the sound. Then, you don’t notice
the musical aspects of the sonification. When you turn off the video to only have the sound,
then actually, it sounds much better. Yes, I like it more now, I would say.

[Video example 6.3 — Simulation: Harmonic oscillator, Sonification method: Timbre map-
ping]
Jannis Miiller: What are your thoughts on this one?

Yunxin Ye: I prefer this one to the other method, because it has more up and down
movement in the pitch. For the other one, the sound is more monotone, while this one is
more melodic. And this makes it easier to trace the location of the probability density.

]

[Video example 10.1 — Simulation: Quantum tunnelling (Barrier without slits), Sonification
method: Timbre mapping]

Yunxin Ye: Oh, this one is really cool. This one is very interesting.
Jannis Miiller: What makes it interesting for you?

Yunxin Ye: I would say it has even more of the musical feeling. There is a faster rhythm,
which makes it feel like electronic music that you listen to in a club, for example. It is
quite catchy and easy to grasp in this way.

[Video example 6.4 — Simulation: Double slit, Sonification method: Timbre mapping]

Yunxin Ye: So, this one sounds more symmetric. It’s more homogeneous in a way. And
the other one, the barrier without slits, is less homogeneous. Without the slits, you have
an asymmetric dimension because the wave moves asymmetrically. Because the particle
originally starts on the left and it mostly reflected by the barrier, it breaks the symmetry of
the space, and you can also tell from the sound that the symmetry of the space is broken.
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D.1. Yunxin Ye, Physics PhD Student (Date: 2024/06/20)

When there is the double slit, the wave can propagate through and back again, causing
a more symmetric probability distribution. This makes the sound character also more
“symmetric”, I think. The different pitches contained in the sound are more balanced.

Arthur Freye: And if you compare the Timbre mapping to the other approach [Audifica-
tion], which one contains more information?

Yunxin Ye: This is an interesting question. I think that the second one, the Timbre
mapping will have more information in the sound. I imagine the representation as different
frequencies can preserve more of the simulation data. Well, whether you represent it in the
frequency domain or the spatial domain, the amount of information doesn’t really change,
but for me, there is less perceivable information in the Audification.

o]

Arthur Freye: Just from listening, without the visualisation, maybe we can try the double
slit setup again with both sonification approaches. And you can tell just from what you
hear, where you believe is more information. |...]

Yunxin Ye: I still think the second one [Timbre mapping] contains more information. It’s
fuller, the sound is more “complete”, like the spectrum is more complete. The first one
[Audification] being more monotone, I can personally extract less information from the
sound.

Arthur Freye: So, you would say that the information is mainly in different pitches and
frequencies contained in the sound?

Yunxin Ye: Yes.

o]

Jannis Miiller: Do you have ideas for other quantum mechanical simulation setups that we
could do?

Yunxin Ye: I think it would be very nice to have other physical setups. For example, in
actual quantum mechanics there are so many different potential functions. Sometimes you
have a periodic potential where a wave packet can tunnel through multiple barriers. That
would sound really cool I would say, and I like the idea of making such a thing into an
effect like that.

o]

Arthur Freye: How much value or intuition could you gain from this software? If you
imagine someone has no experience with quantum mechanics yet, do you think this could
help them to engage with it or motivate them to learn about it?

Yunxin Ye: I think so, yeah. If I had this when I learned quantum mechanics, I would be
even more interested in it. [...] One thing you could do is, you can evolve a non quantum
mechanic equation, just a classical equation that describes a sound wave or a wave of
water. Then, you can compare it with the Schréodinger equation. How is the quantum one
different? What is to gain from the quantum effects? And then also in quantum mechanics,
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besides the Schrodinger equation, there are also the Dirac equation and many others that
describe different sorts of particles. For example, a particle with spin, a particle with a
charge or a particle in the electric field. And all of this can probably have very different
sounds to it, so I think that is very interesting to experiment with.

Arthur Freye: Would you use the application for teaching quantum mechanics?

Yunxin Ye: Yeah, I think that is a really good idea. It’s very motivating to tell them that
you see, like you can somehow not only visualise wave function, but also sonify it.

Jannis Miiller: More from a motivation standpoint or an insight gaining standpoint?

Yunxin Ye: I would say both. Because the sound contains information that some people
probably obtain much better from it than from visuals. Like some people like to go to
art museums. Some people like to go to listen to a concert, and for people who like to go
to a concert, probably they find it more entertaining for them and they maybe get more
information from it.

o]

Arthur Freye: Maybe try it again and learn how it sounds if you play multiple notes in
sequence or at once. |...]

Yunxin Ye: I think that the [Audification] can remind me of some already existing instru-
ment for electronic music, but the [Timbre mapping| doesn’t sound like anything. You can
make this into some kind of new keyboard and people can make music with this keyboard
and those sounds. That sounds like a really interesting idea. Like making new musical in-
strument, we always have the same kind of electronic music, and now we can have quantum
electronic music. That sounds really cool.

D.2. Gregory Kramer, Sonification Expert (Date: 2024/06/19)

Note: Thomas Hermann, supervisor of the project and co-supervisor of this thesis, is also
present in the talk.

o]

Gregory Kramer: Playing this the way it is now is quite nice. I'm just saying, I also found
myself wanting to gather it back again so I could go back to spreading it out and let it
spread a different way this time. [...]

Arthur Freye: There is most likely no way to do that. We can try [in a paraboloid potential]
to group [the probability density] like water flowing to a valley, but because the potential
in the middle is low, it will overflow like a wave going back and forth. So, if we try that, [...]
it will just create this in and out movement again, which is interesting, but there’s no long-
term clustering happening. I think the only way to really get back to an organised state is
to actually reset or revert time. We don’t have further control. It’s just the Schrédinger
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equation doing its thing. We can influence a bit, but it will always be periodically moving
through time and not go back to zero entropy.

Gregory Kramer: Oh, OK. So, we’'ve basically spent our entropic coherence. Once it’s
spent, we can’t regather it. That’s interesting, though. I mean, it’s natural, like the real
world, you know. [...]

Arthur Freye: What we were also thinking about is adding other user interface interaction.
For example, clicking here [into the simulation] and adding a new wave form that can join
the picture.

Gregory Kramer: That would be cool! You can calculate that?

Arthur Freye: We can calculate that, but like before, we put it into there and the entropy
is out of our control. We cannot find out what addition is spreading in the simulation, so
it can’t be reverted. But going beyond the physical borders or like restraints, which we are
already doing here, you could never do an experiment with these kinds of things. Going
even further, we could say we select an area and delete everything from there, normalise
the rest. And then look what’s happening. That would be possible. But yeah, I don’t
know if that’s the direction we want to go.

Gregory Kramer: I see. So, I would propose that you play it a lot, to find these possible
directions and discover things that can be done with it [QSynth2]. I'd hate to see a lock in
when we’re still so green with it. So let me share another thought, and that is the scanline
[Line of Interest]. Do we want to think about other, “sonic probes” is basically what it
is. Do we want to think about either other shapes, other ways of controlling it? Other
concepts around where we tap the sound [sonify the simulation]. I was going to say if it’s
a circle, when a particle goes through, you hear it. I think that could be very useful. And
when I move that around, as a performer I have a lot more control.

Jannis Miiller: For the Line [of Interest], the rotation felt difficult to control, right?

Gregory Kramer: Yes, and we don’t know how much of it is this specific piece of hardware,
like, will my keyboard perform better or not. I have no idea.

]

Thomas Hermann: Well, there’s lots of things to explore. One thing: we could think of
assigning different controls to different areas on the MIDI keyboard, or just a single key.
So, in case I would like to control a parameter that is not per-key, I could use that specific
key to do it.

Jannis Miiller: Or maybe just an extra MIDI controller with a knob?
Thomas Hermann: Yeah, maybe like that. It doesn’t need to be connected to keys.

Gregory Kramer: Yeah, that would actually be better. That leaves all keys for other [MPE]
mappings.

]
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Gregory Kramer: I don’t know what I mean by this, and it probably would have nothing
to do with the actual physics, so you're just going to have to let me fantasise here. Maybe
we're losing some [scientific|] purity if we do it, but do we want to think about colour?
Adding other values [than the probability density] and those values are colourised. And
then those are performable. But do we want to do that? I'm not saying we must.

Jannis Miiller: Just for the display or for the sound as well?

Gregory Kramer: Well, I would say both. But starting with the visual display, since sound
requires another mapping on top. |...]

Arthur Freye: How would the complex phases look when mapped to colour?

Jannis Miiller: Right, we currently only use the absolute value, but we could use the other
information of the wave function, too.

Thomas Hermann: Wow. Yeah, that’s a good idea. I mean, then we could see the phase
information in the colouring. You would get more physical information in the graphic.
That is what I find fascinating. I wonder why physicists don’t do that.

Gregory Kramer: Well, you're still being the scientist. I'm just drawing stuff now. You
know what I mean? In other words, I'm willing right now, in this brainstorming, to let go
of veridicality [faithfulness to physical constraints].

]

Gregory Kramer: I've gotten interested now. Yeah, even in just the sonic output. It’s good.
It’s gotten much richer, more playable. And even though I don’t typically perform with
visuals, I think the visuals are interesting enough, especially given their [quantum)] origin,
which is a conceptual thing, but it’s real, you know. So I found myself spontaneously
considering: Oh, you know, creating a piece around that, which is — I'm usually pretty
much “just sound”, “just music”, so that’s a compelling statement, you know. [...] You
were super excited by all the new information that came in when we colourised it. My first
impression was it’s a little too cartoony visually, like a rainbow. But this is just the first
pass, so I think that’s worth pursuing. But I think you also want to, if it’s easy to draw
down the colourising gradually and have that be a variable, so you can just get to the raw
patterns.

]

Gregory Kramer: Well, I think the main thing is that you’ve got something that’s exciting
to play with and possibly it could turn into a performance tool, you know. I would have
to play just the sound more to give you better feedback on how enticing I think it would
be for this or that kind of musician. But you are both musicians and you both are part of
the culture. So it’s not necessary that my ideas on that would be better, you know.

2]

Gregory Kramer: Generally speaking, that balance of easy access to control parameters
but without giving so many of those that it’s too hard to learn, right? And that’s always
a balance that every commercial product is going to have to deal with always. But I'm
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guessing you have some intuitions, or you will have intuitions about that. For my sake,
when I was playing it this morning, I did want more control than I had.

Jannis Miiller: While playing off the keyboard, or on the sliders?

Gregory Kramer: If there’s parameters that significantly impact the music, the sound pro-
duction, and it’s on the sliders, then maybe that’s something you want to bring forward. If
it’s something that’s primarily the visuals, then I would think seriously about a dedicated
interface for just performing the visuals. Except for the except for the control input [which]
might come from a musician. But I would not confound the auditory and the visual aes-
thetic decisions, except where they’re exactly identical. Let then let them get confounded
no problem. But if you try to do everything in one complex interface, you could get lost
just from a UI standpoint.

o]

Gregory Kramer: I would love to try it once you can run the simulation backwards. Because
that’s something I really wanted to do, right? Because I wanted to be able to approach
something and come back and, you know, like play the drama of it, if you will, you know,
not just the sound of it, but the shape of it. Who knows? I mean maybe right then as
soon as you go forward, it starts right there again. That means that if you're playing by
the double slits: All of this [moving forward in time] is probabilistic. All of this [moving
backward in time| is deterministic. So that’s kind of interesting, you know, that means
every time I approach the slits, it’s like new. But every time I back off, I know where I'm
going. I like that a lot.

Arthur Freye: Yeah, and I imagine it would be cool if the simulation starts as soon as you
go forward. That you can go back, tweak something, go forward, go back, tweak it again,
and then you see different diverging branches from the same point.

Thomas Hermann: But it’s still also a deterministic system, the different branches could
only happen from changing the simulation parameters that matter [in the time evolution].
Like slit properties, the position or width or something like that. If you don’t do that, I
would expect the system to take the same path [when going back and forth in time].
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